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Enabling Efficient Spatial Keyword Queries on
Encrypted Data With Strong Security Guarantees

Xiangyu Wang
Yinbin Miao

Abstract— Structured Encryption (STE), which allows a server
to provide secure search services on encrypted data struc-
tures, has been widely investigated in recent years. To meet
expressive search requirements in practical applications, a large
number of STE constructions have been proposed either on
textual keywords or spatial data. However, STE on spatio-textual
data, which are widely used in location-based services, has
not been fully investigated. In this paper, we formally define
the notion of Spatial Keyword Structured Encryption (SKSE)
and propose several concrete SKSE constructions with various
efficiency-security trade-offs. Firstly, we propose a basic construc-
tion with linear search complexity, which only leaks the private
files matching both spatial range query and all query keywords.
Then, to improve the search efficiency on large-scale datasets,
we present a novel tree-based construction with sub-linear search
complexity. Finally, we introduce a post-validation approach to
remove false positives and further improve storage and search
performance. OQur constructions are general in the sense that they
can be constructed from any hidden vector encryption schemes,
including public-key setting and symmetric-key setting, which
can meet different sharing requirements. Our rigorous security
analysis and comprehensive performance evaluation demonstrate
that the proposed constructions are secure and outperform the
start-of-the-art solutions.

Index Terms—Structured encryption, spatio-textual data,
hidden vector encryption.
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I. INTRODUCTION

A. Background and Motivation

ECENTLY, spatial keyword queries have received

increasingly consideration with the popularity of
location-based services and social networks. As a result, sev-
eral systems have been proposed to store, manage, and query
spatio-textual data, such as PostGIS' and Oracle Spatial.?
A typical type of spatial keyword query is receiving particular
attention, namely Boolean Range Query (BRQ) [1]: Given a
set of spatio-textual objects, on input a query range R asso-
ciated with a set of query keywords, a search user can obtain
all objects inside R such that every object contains all query
keywords. For example, a Twitter user can find all friends
with the same interests in an area; a Google Map user can
find all shops with the specific services in an area. Fig. 1
shows several examples of BRQ, where the logo represents
the locations of users and the keywords represent the list of
services. There are five objects (i.e., users) {O1,---, Os} in
the spatio-textual dataset, and a Google Map user wants to
find all the shops providing coffee, pizza, and spaghetti inside a
certain area. He/She can submit the query ranges (i.e., the “red
area”) and the three keywords, and obtain {O>, Os4} from
the server.

Due to the economic and flexible advantages of cloud com-
puting, more and more data owners are motivated to outsource
their spatio-textual data services to a cloud server. However,
increasing concerns about data privacy disclosure in the cloud
server, have curbed many data owners’ enthusiasm about
outsourcing their data services to the cloud. To address this
issue, Cui et al. [2] proposed ELCBFR+-, a privacy-preserving
solution to support BRQ on encrypted data. They presented
a Bloom Filter (BF) [3] based spatio-textual data encod-
ing method and evaluated BFs using Asymmetric Scalar
Product-preserving Encryption (ASPE) [4]. Unfortunately,
the ASPE has been proven to be too weak to resist even
Ciphertext-Only Attack (COA) [5], which means that their
solution cannot guarantee data security and query privacy.
In addition, Wang er al. [6] proposed a strongly secure
BRQ solution namely PBRQ based on Gray code and bitmap
encoding, but the performance is limited. Specifically, their
PBRQ-Q construction costs 3.14 seconds to find the BRQ
results from an encrypted database with 1 x 10° objects, which

1 http://www.postgis.org
2https ://www.oracle.com/database/
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O, : {pizza, spaghetti, coffee}

O, : {coffee, pizza, spaghetti}

O, : {milk, pizza, coffee}

O, : {coffee, milk}

O, +i{pizza, milk, spaghetti}

: Objects  []: Query range Query keywords : Search results

Fig. 1. BRQ examples.

is not suitable for large-scale datasets. Structured Encryp-
tion [7] (STE) is a promising cryptographic primitive used
to protect the privacy of cloud-hosted data structures. Using
STE, a data owner can perform query operations on outsourced
encrypted data structures without revealing any information
to the server beyond some well-defined reasonable leakage
functions. However, existing studies primarily focus on the
design of STE for either textual keyword (i.e., searchable
encryption [8]-[13]) or spatial data [14]-[17], which cannot
be directly applied to solve the BRQ problem.

B. Challenges

1) STE Supporting BRQ: As an important example of STE,
Searchable Encryption (SE) [8]-[13] has been well-studied in
the literature. SE enables a data owner to encrypt a corpus
of documents and store them to an untrusted server while
maintaining the searchability for documents containing speci-
fied keywords. Specifically, a server needs to perform equality
testing and returns all records matching the query keywords.
However, such a method cannot work on a spatio-textual data-
base. To perform BRQ on a spatio-textual database, a server
needs to perform not only the keyword query for textual
information but also the geometric range query for spatial data.
Different from the keyword query, a geometric range query
on spatial data requires compute-then-compare operations.>
Combining existing SE schemes with secure geometric range
query schemes [16]-[18] seems a simple way to address
this issue. Unfortunately, it will produce a lot of useless
intermediate results, resulting in considerable computational
overhead.* In addition, such a method will leak both the query
information of the textual keywords and spatial data separately,
so that an attacker can infer the textual keywords or spatial
data using the existing attack approaches (e.g., file-injection
attacks [19] for textual keywords, reconstruct attacks [20] and

3For example, to determine whether a point is inside a circle, a server needs
to calculate the distance from this point to the center of the circle, and then
compare this distance with the radius of the circle.

4In this case, the cloud server needs to obtain corresponding results
according to the textual keyword query and the spatial range query separately,
and take their intersection as the final BRQ result. Thus, the entire database
is searched at least twice.
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volume-based attacks [21] for spatial data). How to construct
STE constructions supporting BRQ is still challenging.

2) Practicality vs Information Leakage: To achieve high
performance, existing STE schemes do efficiency-security
trade-offs. Several encrypted database systems [22], [23] and
secure spatial search schemes [4], [14], [18] use property-
preserving encryption schemes such as deterministic encryp-
tion [24], Order-Preserving Encryption (OPE) [25], and
Order-Revealing Encryption (ORE) [26]. Recent attacks [27]
show that the property-preserving encryption based schemes
have security vulnerabilities. In addition, most of the STE
schemes leak some “partial” information (e.g., storage leakage,
query pattern leakage, and result pattern leakage.) to the
server for the sake of efficiency. Such partial information,
however, can sometimes be exploited in practical applications,
especially when attackers can access some auxiliary side
information [19]-[21]. An adapted version of the recent pro-
posed file-injection attacks [12], [19] can exploit Keyword-Pair
Result Pattern (KPRP) leakage [10]° to reveal all keywords
of a conjunctive queries. Moreover, the reconstruct and
volume-based attacks [20], [21] are able to reconstruct spatial
databases with high accuracy from query pattern or volume
leakage of range queries. Oblivious RAM (ORAM) [28] is
able to hide the query pattern and result pattern, but it
also induces multiple interactives and larger computational
overhead. How to construct practical STE constructions that
can resist the above attacks with a single interactive is a
challenging problem.

C. Our Contributions

In this paper, we discuss the application of Hidden Vector
Encryption (HVE) [12], [29] for practical and secure BRQ on
encrypted data. Our constructions allow BRQ on encrypted
data with only a single interactive. The main contributions of
the paper can be summarized as follows:

1) We investigate the problem of secure BRQ on encrypted
spatio-textual data, propose a formal notion of Spatial
Keyword Structured Encryption (SKSE) and formalize
its security (see Section III).

2) We propose several general constructions for SKSE
with different efficiency-privacy trade-offs, which can be
instantiated using any HVE schemes. Firstly, we present
a linear complexity construction SKSE-I with minimal
result pattern leakage (i.e., the Whole Result Pattern
(WRP), which only leaks the identifiers of files match-
ing both geometric range and all query keywords.).
In our second construction, SKSE-II, we construct a
novel tree-structure index to achieve sub-linear search
complexity. Besides the WRP, SKSE-II also leaks query
pattern (i.e., whether two queries traverse the same tree
node). Finally, we present a post-validation approach to
guarantee query accuracy and further improve search
and storage performance (see Section IV).

3) We provide rigorous security analysis and demon-
strate that our constructions are secure under Selective

SFor an keywords conjunctive query wj Awj A---Awy on a database DB,
KPRP leaks the partial result sets DB(w1) N DB(w;) for each pair (w1, w;).
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TABLE I
NOTATIONS AND TERMINOLOGIES

[ Notation | Meaning ]

A a security parameter

ind; the identifier of the i-th private file

p; = {xi,yi} a spatial point

W; a set of textual keywords

N # of objects in the database
DB = {p;, W, indi}ili1 a spatio-textual database
0 ={Rg, Wo} a search query
Ro, Wo query range and textual keywords

t # of hash functions in a Bloom filter
m the length of the Bloom filter

Ip false positive probability

H(-) Hilbert code of a point or range

S(-) prefix elements of a range

F(-) prefix elements of a spatial data
B size of prefix elements

M max number of children in index tree
0 depth of the index tree

[n] the set of integers {1,2,...,n}
R result set

[ -] number of elements in a set

negl() a negligible function in A

Chosen-Plaintext Attacks (SCPA) with reasonable leak-
ages. Then we discuss the state-of-the-art attacks for
STE and show that the leakages in our constructions are
acceptable that can resist these attacks (see Section V).
4) We implement the proposed SKSE constructions and
evaluate them using different real-world datasets and
HVE schemes. The experimental results show that our
constructions are practical on large-scale datasets. The
comparative analysis explains that our constructions out-
perform the state-of-the-art solutions (see Section VI).

II. PRELIMINARIES

In this section, we introduce some primitives that are used
in our work, a summary of notations and terminologies used
in this paper is given in Table I.

A. Bloom Filter

Bloom Filter (BF) [3] is a memory-saving probabilistic data
structure to check whether a query is contained in a set.
Assume that there is a set V = {s1, 52, ---s,} of n elements.
The BF is initialized as a m-bits binary vector B. To set up BF
for V, choose ¢ independent hash functions {H;}1<;<; each
with range [1, m]. For each element s € V), the bits at positions
{Hi(s)}1<i</ are set to 1. To test the existence of ¢, check if
B has 1’s in all positions {H;(q)}1<i<;, and if so, ¢ € V with
high probability; otherwise, ¢ ¢ V. A false positive event is
happened when the existence test returns 1, but g ¢ V. Given
a BF of V and a query g ¢ V, the false positive probability is

fp < (1 —etmmy, (1)
logy (1/£p),

Given n, f), the optimal choice of ¢ is t ~
while the required m ~ 1.44 -log,(1/f,) - n.
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Fig. 2. System model of SKSE.

B. Hidden Vector Encryption

Hidden Vector Encryption (HVE) [12], [29] is able to
support conjunctive, equality, comparison, and subset queries
on encrypted data. Let I' € {0,1} and % be a wildcard
symbol (“don’t care” value) not in I', I'y = ' U {x}. Let
M = {true, false} be the massage space, the HVE contains
following four algorithms:

« HVE.Setup(1*) — msk: On input a security parame-
ter A, it returns a master secret key msk.

o HVE.KeyGen(msk,v € I'?) — s: On input a vector v
and a secret key msk, it returns a decryption key s.

e HVE.Enc(msk, u € M,x € T") — ¢: On input the
secret key msk, a message u, and an index vector X,
it returns the ciphertext ¢ associated with (x, ).

o HVE.Query(c,s) — u(L): On input the ciphertext ¢
and the decryption key s, it returns y if P","VE x)==1;
otherwise outputs L.

For each v = {01, .. ., Xxp} € T,
we have

Lop) e T x = {x1,..

PHVE (x) — 1, Y1<i<n (v ==x; or v == %)
v 0, otherwise

II1. PROBLEM FORMULATION

In this section, we formally describe the definition and
security of Spatial Keyword Structured Encryption (SKSE).

A. System Model

As shown in Fig. 2, SKSE has three entities: a data
owner, a cloud server, and search users. Data owner stores
an encrypted spatio-textual database on a cloud server, and
shares secret keys with search users to delegate the query
service. Specifically, spatio-textual data objects consist of
spatial location, textual keywords, and private files (e.g, private
images, documents, etc.). To guarantee security, searchability
and search efficiency, data owner generates a secure index
according to spatial data and textual keywords and encrypts
the private files using secret keys (Step (D)° and shares secret
keys with legal search users (Step ). It is worth noting
that each secure index item for spatio-textual objects contains
a file identifier to record the association between the index
and encrypted files. After receiving a search query from an

6Note that search queries are processed on the secure index, the private files
can be encrypted by any standard encryption algorithms (e.g., AES, 3DES.).
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authorized search user (Step @), the cloud server performs
a secure search on the index, obtaining the file identifiers of
search results, and returns the corresponding encrypted private
files to the search user (Step @). Finally, the search user
can decrypt the result files using the shared key from data
owner. In the rest of this paper, we focus on how to generate
indexes and complete the query process securely and no longer
describe the encryption and decryption process of private files.

B. SKSE Definition

Based on the above model, we now describe the definition of
Secure Boolean Range Query (SBRQ) and SKSE. A spatio-
textual database DB is defined as: DB = {p;, W}, ind; }l_l,
where N is the database size, p; = (x;, y;) is a location point,
W; is a set of keywords, and ind; is a file identifier.

Definition 1 (SBRQ): Given an encrypted spatio-textual
database EDB and an encrypted search token Tp, a SBRQ is
to retrive a subset {ind;-“ }le from EDB, such that V1 <i < ¢,
Wo € WF, pi € Ryp.

Definition 2 (SKSE): A SKSE construction is a tuple of four
algorithms ¥ = (Setup, IndexBuild, TokGen, Search) such
that:

« Setup(1*) — Ky : On input a security parameter 1, this
algorithms outputs a secret key set K.

o IndexBuild(Ks, DB) — (Kx, EDB): On input a secret
set Ky and a database DB, this algorithm outputs an
encrypted database EDB.

o TokGen(Ks, Q = {Wg, Ro}) — Tg: On input a secret
set Kx and a BRQ query Q, this algorithm outputs an
encrypted search token Tg.

o Search(To, EDB) — R: On input a search token Tg
and an encrypted database EDB, this algorithm outputs
a result set R.

Security: In a SKSE construction, the cloud server is
honest-but-curious, which honestly performs the protocols and
provides services but curiously captures the information of
encrypted queries and data. We assume the data owner and
search users are trusted. They do not collude with the cloud
server and the transmission channel is secure. Since our con-
structions are built from HVE [12], [29], the formalized notion
of security is presented in the simulation-setting, which widely
and consistently subsumes the traditional security definitions
for HVE in the indistinguishability setting. An adversary A
should not learn any information about the content of the
data and the queries beyond some explicit leakages. A leakage
function L is used to capture the information learned by adver-
sary and its components express the information leaked by
Setup, IndexBuild, TokGen, and Search, respectively. The
experiments REAL and SIM are described in Figure 3. Denote
View 4 rear, View 4 iy to be the views of the adversary A in
the real and simulation experiments, respectively, the security
of SKSE is defined as:

Definition 3 (Security of SKSE): Let L be a leakage
function, a SKSE construction ¥ = (Setup, IndexBuild,
TokGen, Search) is said to be selectively simulation-secure,
if for all Probabilistic Polynomial Time (PPT) adversary
A that make a polynomial q>(1) of quires and a PPT

IEEE TRANSACTIONS ON INFORMATION FORENSICS AND SECURITY, VOL. 16, 2021

SIM%,( The simulation experiment for SKSE involves a simulator
S and a stateful Probabilistic Polynomial Time (PPT) adversary
A, who interact as follows:

e Setup: The adversary A chooses a spatio-textual database
DB.

o Phase 1: The adversary A adaptively chooses a number of
queries Q; for j € [g1]. For each such query, the simulator
S only receives as input the leakage function £(DB, Qj). It
responds with the corresponding search token set 7,

¢ Challenge: The simulator S flips a coin b € {0, 1} sends
the challenge encrypted database EDB corresponding to DB
to A.

o Phase 2: The adversary A runs a protocol identical to Phase
1 and receives T, for g1 + 1 < j < ¢p.

o Guess: The adversary takes a guess of b.

REAL?H: The real experiment for SKSE involves a challenger C
and a stateful PPT adversary A, who interact as follows:

e Setup: The adversary A submits a spatio-textual database
DB to challenger C. In response, C runs Ky « Setup(1?).

e Phase 1: The adversary A adaptively chooses a num-
ber of queries Q; for j € [gi]. The challenger C then
runs TokGen(Ks, Q;), and responds with the corresponding
search token set Tp, .

o Challenge: The chal]enger C flips a coin b € {0,1},
runs IndexBuild(Ky, DB) and obtains the encrypted database
EDB, which is given to A.

o Phase 2: The adversary (A runs a protocol identical to Phase
1 and receives Ty, forgi +1<j<q.

e Guess: The adversary takes a guess of b.

Fig. 3. The real and simulation experiments.

distinguisher D, there exists an efficient simulator S such that:

| Pr{D(View 4 rear) = 11— Pr[D(View 4 si) = 11| < negl().

IV. OUR SKSE CONSTRUCTIONS

In this section, we describe our SKSE constructions for
spatio-textual data. Note that our constructions are general
that can construct SKSE schemes from any HVE schemes,
including public-key setting and symmetric-key setting, which
can meet different sharing requirements. Here, we first propose
our SKSE constructions in symmetric-key setting [12] and
then describe how to construct SKSE schemes in public-key
setting [29].

A. SKSE-I: Basic SKSE Construction

Here, we present our basic SKSE construction with linear
search complexity and reveal only the whole result pat-
tern. Instead of using the heavy (e.g., homomorphic encryp-
tion [30]) or weak (e.g., OPE [25] or ORE [26]) cryptographic
primitives, we set spatial and textual elements into BFs, and
then encrypt and securely evaluate BFs using HVE. With BFs,
we can easily determine whether an object contains all the
query textual keywords. To achieve BRQ using BFs, the key
problem is to cover the testing of whether a spatial point
falls into a geometric range to the testing of whether two sets
have common elements. To address this issue, we encode the
spatial data and geometric range queries into prefix elements
using the Hilbert curve [31] and prefix membership verification
scheme [32].

Authorized licensed use limited to: Nanyang Technological University Library. Downloaded on August 27,2026 at 06:16:54 UTC from IEEE Xplore. Restrictions apply.



WANG et al.: ENABLING EFFICIENT SPATIAL KEYWORD QUERIES ON ENCRYPTED DATA

Hilbert curve Encoded Spatial DB with prefixes

Spatial DB
R o |1 0, 0, 0, 0,
i o, | 21 7 21 45 38
()’ 45 Sedededkded | kel | dekkdekk | dekdkek
3 (F s | (e | Rk | kiR
O | 38 0x#%% | (Q#xsk | [Qrsws | Qiwsn
000%%* | 010%** [TOT*** | 100%**
0001%** | 0101%* | 1011%* | 1001**
00011* | 01010* | 10110* | 10011*
J,_ _ 2 [38.47] 000111 | 010101 | 101101 | 100110
[ o — T
7 refixes 101 Souch ;
1 10011* earch results
56,58 prefixes Y R, ‘ 0,
prefixes [ooor=] [11100 | 'R, | 0,,0,
111010

00001*

(a) Hilbert curve examples (b) Spatial encoding and queries examples

Fig. 4. Hilbert curve and spatial encoding examples.

1) Spatial Data and Queries Encoding: Hilbert curve [31]
is a classic space-filling curve that has superior clustering
properties, that is, two close data points in d-dimensional
space are also close to each other after mapping into one-
dimensional. For a d-dimensional spatial space in which each
dimension is partitioned into 2" regions averagely, the whole
space will be partitioned into 29 regions averagely. Each
region is regarded as a dh-bits value, the & is the order of
Hilbert curve. Fig. 4(a) shows the order 3 Hilbert curve for
two-dimensional space. If a user wants to search all objects
inside the Ry or R», he/she can generate a query range as
Ry = {[2,7],[56,58]} or R, = {[38,47]}. In this way,
any geometric range queries over the d-dimensional space
can be easily transformed into multiple range queries on
one-dimensional space. Denote the Hilbert curve of a point p
or arange R be H(p), H(R), respectively. In this case, we can
set all encoded elements contained in a certain range into
a BF and test whether an encoded spatial point is contained
in it. However, the size of BF will linearly increase with
the increasing number of elements. Note that the number of
elements in a range query is much larger than that in a data
object. To minimize the size of BF, we need to reduce the
number of elements in range queries. Thus, we adopt the prefix
membership verification scheme [32]. Given a w-bits data item
Y = by by--- by, its prefix family is a set of w + 1 elements
]:(Y) = {bl b2"’bw,bl bZ"'bwfl*a"' ’bl*...*,**...*}’
where the i-th prefix elements is by by ---by—jy1 *---*.
Given a range [Ymin, Ymax], the query S([Vmin, Ymax]) 1S
the minimum set of prefix elements that cover the range
[Ymin» Ymax]. For any item Y and query range [ymin, Ymaxl»
Y € [Ymin> ymax] if and only if F(Y) N S([ymin> ymax]) # 9.
For example, the prefix family of a 4-bits data item 5 is
F(5) = {0101, 010%, O1 s , O * s, * * *x}. To query all data
item in range [4, 7], the sarch query is generated as S([4, 7]) =
{01 *x *}. We have F(5) N S([4,7]) = 01 *x * #~ ¢4, thus 5 falls
in range [4,7]. It is worth noting that the number of prefix
elements in S([Vmin, Ymax]) 1s at most 2w — 2, where ypin
and y;,qy are two w-bits data items. Fig. 4(b) shows examples
of geometric range queries over a spatial database through
our spatial data and query encoding method. Suppose there
are four spatial objects in the spatial database, each object
is encoded by Hilbert curve and represented as prefix family.
To query all objects in Rj, a search user first encodes query
range into {[2, 7], [56, 58]}. Then, the search user generates
the corresponding query prefixes as {0001 * x, 00001x} and
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Algorithm 1 SKSE-I Construction

Setup(1*) - Kx:
msk < HVE.Setup(1%);
Randomly selects HK = {H;()}_;
| return Ks = {msk, HK}.
IndexBuild(K s, DB) — EDB:
foreach data object O; = {p;, W;, ind;} do
eo; < F(H(p)) ;
Bo;, <~ BF(HK,ep; UW),);
chve (Bo,) < HVE.Enc(msk, “true”, Bo,);

| return EDB = {chve(Bo,), ind; }Y_ ;.

TokGen(Ksz, O = (Wo, Ro}) — To:
Sg < S(H(Rg));
foreach s; € So(1 <k < f) do
By, < BF(HK, s, UWp);
L sHve (Bg,) < HVE.KeyGen(msk, Bg,);

| return 7o = {syvE (BQk)}le.

Search(Tp, EDB) — R:

foreach encrypted index {cyye(Bo,), ind;} € EDB do
foreach search token spye (Bg,) € Tp do

Flag <- HVE.Query(enve(Bo;), sHve(Bo,));
if Flag == true then R.Append(ind;) ;

L return R.

{11100%, 111010}, separately. Since 0001 % x € F(H(Oy)),
we have O; € R;. To query all objects in R, a search user
first encodes query range into {[38,47]}. Next, the search
user generates the corresponding query prefixes as {101 x
#x, 10011x}. We have O3, O4 € Ry via 101 xxx € F(H(03)),
and 10011x € F(H(Oy)).

2) Formal Description of SKSE-I: We now formally present
our basic SKSE construction for spatio-textual data as shown
in Algorithm 1. In particular, our construction uses hash
functions H (-) and an HVE scheme HVE as follows:

Setup(1*) — Ky: Given a security parameter A, it ran-
domly selects ¢ hash functions H K = {ﬂHi(')H:l’ and gener-
ates a secret key msk < HVE.Setup(1*). Ky = {msk, HK}
is the secret key set shared by data owner and search users.

IndexBuild(K'x, DB) — EDB: Given a database DB and a
secret key set K, this algorithm generates the EDB. For each
object O; = {p;, Wi, ind;} in DB, encoding its spatial data
p; to F(H(p,)), and then set up a BF containing all textual
keyword in W; and encoded spatial data. Finally, the BF of
every object is encrypted by HVE.Enc according to msk.

TokGen(Ks, Q) — Tp: Given a search query Q =
{Wop, Rg}, this algorithm generates an encrypted search token
Tp. First, it encodes R into S(H(Rp)). Then, for each prefix
element s € S(H(Rp))(1 <k < p), set up a BF containing
Wp U s and encrypt it using HVE.KeyGen, where the ‘0’
positions are set to ‘x’, and the ‘1’ positions are still ‘1’. The
search token Ty is the set of all encrypted BFs.

Search(Tg,EDB) — R: Given a search token Tp and
an encrypted database EDB, it evaluates encrypted BFs one
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by one using HVE.Query according to search token. If the
evaluation result is “true”, add the corresponding ind; into
the result set R.

3) Complexity: Suppose there are S query BFs, since the
ciphertext of every bit in encrypted BFs is A-bits, the token
size of SKSE-I is mAf-bits. As described above, the number
of prefix elements in a range is at most 2w — 2. Obviously,
the min number of encoded range and prefix elements are
both 1, thus the min number of query BFs f,,;, = 1. Suppose
that the search query is converted into a ranges, we have the
max number of query BFs f,,,x = a- (2w —2). As for storage
cost, the EDB contains N objects, which cost m A N-bits. In the
search process, every encrypted index should be searched by
all encrypted BFs in search token, which cost O(SN) HVE
query operations.

B. SKSE-1I: Efficiency Improved SKSE Construction

In the basic SKSE construction described above, the search
complexity is O(SN). However, such a linear search com-
plexity construction is difficult to cope with the challenges
of large-scale datasets. Here, we present a sub-linear search
complexity SKSE construction.

1) Overview of SKSE-II: To achieve sub-linear search
complexity, we organize the encoded data objects as a tree
structure, called Bloom filter Hierarchical tree (BH-tree).
In a BH-tree, every spatio-textual object is a leaf node,
and every non-leaf node covers the spatial range and textual
keywords of its children. All nodes of BH-tree are represented
using BFs. In the search process, the BH-tree is traversed
from the root node, and only the subtree that satisfies the
query conditions will be continue queried. Hence, the search
space is pruned dynamically, which greatly reduces retrieval
complexity. If we set the BFs in all levels with the same length
(i.e., set the BFs of higher levels to the superimpositions of
the lower levels), that will lead to more false positives in the
higher levels.” Higher false positive will reduce the pruning
ability, thus increasing the search space. A simple idea is to
increase the length of all BFs to satisfy the requirements of
the highest level. However, it will lead to meaningless storage
and computation cost at lower levels. To address this issue,

TThere will be more ‘1’ positions in higher levels’ BFs.

Objects [Hilbert code | Keywords
O, 9 W3, Ws, W1
) WS,
O. 11 We,W7 Que: Elements in BF
[2) 34 W2, Wa,ws AN
0, 35 Wi, W2,Ws b R
\
0, B Wi, e /] \ Elements in BE
[© 55 Wi, W3, W1 /[ \
132,33] I ey
9 | s Wi,Wa /! Elements in BF
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(c) Encrypted database (EDB) and search process

BRQ over BH-tree.

we can use varying BF lengths for different levels to reduce
the false positive, particularly in non-leaf nodes. Note that
the number of spatial prefixes and textual keywords in higher
levels is larger than that of those in lower levels. To minimize
the BF size, we need to reduce the number of spatial prefixes
at higher levels since the number of textual keywords cannot
be reduced. Instead of setting all spatial prefixes of the lower
levels, we only set the minimal prefixes that cover its range
into the BFs. As an example, the prefixes of a node covers
[4,7] is generated as {01 x *, 0 % sk, % % *x}, instead of
{0100, 0101,0110, 0111, 011, 010, O1 =, 1%k, O kk, *
#x}. Let M be the max number of children in each non-leaf
node, we set M = 4V to minimize the prefixes. Specifically,
the BF length for each level is obtained from all elements
cover the subtree of each node, instead of all elements of the
children nodes as before. In this case, to securely evaluate the
BFs at different levels, we generate different query BFs for
different levels according to the minimal cover range (i.e, all
nodes in this level that intersect with the query range.) and
the query keywords.

Example: Figure 5 shows an example of BH-tree with
order-3 Hilbert curve, where M = 4. As shown in Figure 5(a),
the database DB consists of six objects with eight textual
keywords in total, and the search query is Q = {R =
{[32, 33], [52, 571}, Wo = {w1, w4}}. To perform BRQ on the
encrypted database EDB, we generate query BFs for different
levels of the index tree, where the textual elements are Wy
and the spatial elements is the minimal area at this level that
covers the query range R. For example, the minimal area
that covers R at the 2-th level and 3-th are {1 % * * %%} and
{1101 % %, 1110 * %, 1000 * *}, respectively (See Figure 5(b)).
Figure 5(c) shows the search path on EDB. Starting from the
1-th level (i.e., the root node), since Q1 € Ny, continue to
search its children. At the 2-th level, the Nj is pruned since
0> ¢ Np and the Ny’s and N3’s children are searched. Next,
the N5 is pruned since O3 ¢ N5 at the 3-th level. Finally,
Os is returned as the result.

2) Formal Description of SKSE-II: The formal description
of SKSE-II is shown in Algorithm 2.

Setup(1*) — Kyx: Given a security parameter 1, it gen-
erates a secret msk < HVE.Setup(1%). Then, for each level
of BH-tree, it randomly selects 7 independent hash functions
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Algorithm 2 SKSE-II Construction
Setup(1*) - Kx: .
msk <« HVE.Setup(lﬂ);
HK/ = {H]()}_}; ,
return Ks = {msk, HK = {HKJ};?ZI}.
IndexBuild(Kz, DB) — EDB:
T <« TreeBuild(DB);
foreach leaf node O; = {p;, Wi, ind;} do
eo, < F(H(p)) :
Bo, < BF(HK®, ep, UW);
| e (Bo,) < HVE.Enc(msk, “true”, Bo,);
foreach j-th level non-leaf node N'= {Rxs, Wy} do
eny < F(H(RN)) ;
By <= BF(HK/, exr UWp);
i /e (BA?) < HVE.Enc(msk, “true”, By);
L return EDB.
TokGen(Ks, Q = {Wp, Rg}) = Tp:
forea_ch Jj-th level of the BH-tree do
Sp < Sj(H(Rg)):;
foreach s/ € S’Q(l <k <p) do
L B), < BF(HK/,s] UWp);

SHVE (B),) < HVE.KeyGen(msk, B}, ):

| Ty = fsnve (B]Qk)}le;
i return Tp = {Té}f.:l.
Search(Tp, EDB) — R:
Start from the root node of EDB;
foreach j-th level non-leaf node N in search path do
for 1 <k <p do
Flag < HVE.Query(c’HVE(BN), sHVE(Bék));
if Flag == true then
| Continue to search its children;

while £ == f do Stop to search this subtree;

foreach leaf node O; in search path do

foreach search token spve (Bg;) € Tg do

L Flag < HVE.QUGI’y(czVE(BOi), SHVE(BéQk));
if Flag == true then R.Append(ind;) ;

L r;turn R.

HK/J = {H/(-)}!_,. The secret key setis Ky = {msk, HK =
{HKJ'}?:l}, where 6 = log,, N is the depth of the BH-tree.
IndexBuild(Kx,DB) — EDB: Firstly, this algorithm
generates an hierarchical tree according to the DB, where
every non-leaf node contains M children. Next, for each leaf
node O; = {p;, Wi, ind;}, it encodes the spatial data p; as
F(H(p;)), and sets up a BF containing all textual keywords
in W; and encoded spatial data according to the oJ-th level
BF HK? ; for each j-th level non-leaf node N, this algorithm
encodes the spatial range as F(H(Rxs)), and sets up a BF
containing all textual keywords in WWxs and encoded spatial
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data according to HK/. Finally, the BF of every node is
encrypted by HVE.Enc according to msk.

TokGen(Ksz, Q) — Tp: Given a search query Q =
{Wo, Rp}, this algorithm generates the encrypted search
token Tp. For j-th level, it generates query prefixes according
to query range R and sets up BFs containing all textual
keywords in Wg and the query prefixes by using H K I,

Search(Tg, EDB) — R: For the j-th level, it checks the
encrypted BF of each node using HVE.Query, if anyone of
the query BFs matches with a node, continue to search its
children; otherwise, stop search this subtree. When arrival a
leaf node, check the encrypted BF using HVE.Query, if the
result is “true”, add the corresponding ind; into R.

3) Complexity: For the convenience of description,
we assume that the average size of BFs is m, and the number
of non-leaf nodes in BH-tree is X'. The token size of SKSE-II
is dfmA-bits since the search token is a set of Jf BFs. As for
storage cost, the EDB contains X non-leaf nodes and N leaf
nodes (data objects), which cost mA(N + X)-bits. In the search
process, the search space will be pruned dynamically. The
worst case is that all objects in the dataset match the search
query, which means the cloud server traverses the entire tree,
which cost O(B(N + X)) operations®; the best case happens
when only a single object matches the search query, which
means the cloud server traverses a single node at every level of
the index tree, which costs O(fM log N) operations. Let A be
the average number of the nodes at each level that traversed by
cloud server, the average search complexity is O (ASM log N).

C. SKSE-II-PV: SKSE Construction Without False Positive

Although we have carefully designed the index structure to
reduce the number of elements in the BFs, we still need to
maintain the length of the BFs to reduce the false positive.
In HVE, every bit of a BF is encrypted to A-bits ciphertext
and costs a single evaluate operations. The long length of
BFs incurs huge storage and computational cost. In addition,
the false positive also leads to dirty results (i.e., non-matched
files in the results set). The dirty results cannot be found
unless the user decrypts all result files. However, the size of
private files is usually much larger than that of the index.
Is it possible to present an SKSE construction with lower
overhead, and without false positives? Here, we propose a
post-verification approach that allows search users to remove
dirty results without decrypting private files. Specifically,
a bitmap is stored for each private file to verify the results set.
Besides, we introduce a compression algorithm to reduce the
storage overhead of bitmaps. Using this approach, the length
of BFs can also be significantly reduced, thereby reducing
storage and computational cost.

1) Proposed Post-Verification Approach: To verify the
results set, we store a bitmap for each file associated with
the identifier ind. The bitmap is a simple and efficient index
structure, which stores information using 0,1 bits [33]. The
simplest and most common method of bitmap indexing asso-
ciates a bitmap with the position of elements, i.e., if an

8In real-world applications, the range of query area and textual keywords is
much smaller than that of the entire database, that the worst case is impossible.
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element exists in a set, then set the corresponding position
to 1; otherwise, set the corresponding position to 0. For
example, given a textual keyword set {wi, w2, w3, w4, ws},
if w3 exists, then set the 3-th position to 1, the bitmap is 00100;
as for a digital number with w-bits width, generate a 2“-
bits bitmap and set the corresponding position to 1. We can
achieve complex queries with logical operations over bitmaps,
which are computationally efficient in a machine. Although
the bitmap is computationally efficient, it causes huge space
cost in both storage and computation. For instance, for a set
containing 1000 keywords, it will cost 1000 bits to store a
single textual keyword using a bitmap, however, only several
Bytes using ASCII code. To address this issue, we introduce
the Enhanced Word-Aligned Hybrid (EWAH) compression
algorithm [33]. EWAH is made of two different types of
words: the first type is a 32-bit dirty word’; the second type
of word is a marker word, where the first bit indicates which
clean word!? will follow, half the bits (32 bits) are used to store
the number of clean words, and the rest of the bits (31 bits)
are used to store the number of dirty words following the
clean words.!! EWAH bitmaps begin with a marker word. For
instance, if the input bitmap is 0'°418011503 (320 bits), then
EWAH partitions it into three groups: G1(0'9%), G2(071307%),
and G3(0°10%). Furthermore, it generates a marker word as
00391102710, followed by two dirty word 0218034, 06103
It is worth noting that the bitmap of the Hilbert curves
can be compressed into three groups since there is only a
single dirty word. As for the textual keyword, the size of
bitmaps can be significant compression compressed since only
several keywords are contained in each object. Our approach
consists of three main steps: Given the dataset DB, in the
first step, we generate a bitmap for each object and compress
it. The second step encrypts the compressed bitmaps and
stores them associated with the ind as verify tokens. When
a search query is performed, the verify tokens are returned to
the search user together with the results set. After receiving
the tokens, the search user decrypts them and verifies the
results set according to the compressed bitmaps.'? In SKSE-II,
to minimize the dirty results, BFs should be set as long as
possible. For instance, to keep the false positive f, < 1074,
we need to set + = 14, m/n = 20. Using the post-verification
approach, it is unnecessary to set false positive to such a small
value. We only need to keep the basic filterability of BFs
and obtain accurate results according to the post-verification
approach. For instance, we only need to keep the false positive
fp < 3%, which set t = 5 and m/n = 6. Thus the storage
and computational overhead can be significantly reduced.

2) Formal Description of SKSE-II-PV: Here, we formally
describe the SKSE-II with the post-verification approach
(namely SKSE-II-PV). Denote sym.Enc,sym.Dec be the

9Dirty word consists of both “0” and “1” bits.

10Clean  word consists of either “0” bit or “1” bit,
i.e., 00000000000000000000000 00000000 (032 in short) and 132

For simplicity, we limit our exposition to 32-bits words, which satisfies
the 64-bits operation system.

12For more details about the faster operations over compressed bitmaps,
see [33].
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encryption and decryption algorithms of a symmetric encryp-
tion scheme (e.g., AES), separately.

Setup(1”) — Kgyx: Besides the keys generated in the
SKSE-II, a symmetric key sk is generated to encrypt verify
tokens.

IndexBuild(K sz, DB) — EDB: Besides the EDB generated
in the SKSE-II, this algorithm generates a verify token for
each spatio-textual object. Firstly, it generates a bitmap as
bm; <« Bitmap( H(p;) U W;). Then, this algorithm com-
presses the bitmap as C; < Compress(bm;) and encrypts
the compressed bitmap using sym.Enc. Finally, the encrypted
bitmap (verify token) tk; is stored associated with the ind;.

TokGen(Ks, Q) — Tp: The same as SKSE-IL

Search(Tg,EDB) — R: In the search process, cloud
server adds {ind;, tk;} into the results set R’. After receiving
the R’, the search user decrypts the verify tokens using
sym.Dec and verifies the tokens according to the bitmaps of
the query, if the bitmaps are matched, keeps the corresponding
ind; in the result set; otherwise, remove the correspond-
ing ind;.

3) Complexity: The token size of SKSE-II-PV is still
omA-bits. Since a verify token needed to be stored for each
data object, which costs uA-bits, the storage cost is (u +
mN)J-bits, where u is the number of compressed groups. The
search process cost additional O(|R’|) operations for verify
token decryption and verification at the user side.

D. SKSE in Public-Key Setting

The above-mentioned constructions are constructed in the
symmetric-key setting, which are suitable for a single-user
sharing scenario (i.e., only a single user or multiple users
who fully trust each other). However, in a practical scenario,
the spatio-textual data services may have multiple users who
do not trust each other, that is, they do not want to disclose
their search queries to other users. The search token in
symmetric-key setting can be decrypted by other users, which
is unsuitable. To ensure the user’s query privacy in multi-user
setting, we can expend our constructions by using public-
key HVE. Specifically, in the public-key SKSE, a data owner
only shares the public key of HVE with search users and
keeps the private key secret. In this way, search users can
only generate search tokens according to the public key and
cannot decrypt them, thereby preventing the query privacy of
a search user from leaking to other search users.

V. SECURITY ANALYSIS

Our SKSE constructions follow the security properties from
HVE that only leak the fact that whether an encrypted vector
matches the other encrypted vector or not. In our constructions,
we set the indexes (including leaf nodes and non-leaf nodes)
and search queries into Bloom filters, and then secure evaluate
them using HVE. If the HVE used in our constructions is
secure, our constructions are secure.

A. Leakage Functions

Before formal security analysis, we define a few simple
leakage functions to evaluate the privacy leaks in SKSE.
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Size Pattern (SP): SP(DB) — N, where N is the number
of objects in a database DB.

Whole Result Pattern (WRP): In SKSE, the search query
contains not only textual keyword, but also spatial range.
Given a BRQ query Q, the whole result pattern is all identifiers
that matching Q:

WRP(Q, DB) — {ind;l}v;e(nip;ero A WoeW; -

For a set of queries, the adversary can obtain the intersection
of any different queries’ results.

Query Pattern (QP): The adversary can obtain which nodes
are traversed during the search process:

QP(Q,DB) « (VN WV WoeWn, A RonRr, #0-

For a set of queries, an adversary can distinguish whether
two queries traverse a common node.

B. Security of Proposed SKSE Constructions

Here, we prove the security of our SKSE construc-
tions. Generally speaking, our SKSE constructions are
indistinguishability under Selective Chosen-Plaintext Attacks
(IND-SCPA) with different leakage functions. The details are
described as follows.

Theorem 1 (Security of SKSE-I): Define L as:

£1(Q, DB) = {SP(DB), WRP(Q, DB)},

SKSE-I is IND-SCPA secure if HVE is IND-SCPA secure.
Proof: The idea of this proof is to simulate the experi-
ments of our SKSE-I construction with an adversary A from
the experiments of HVE, and demonstrate that compromise the
security of SKSE-I is equivalent to compromise the security
of HVE. Specifically, we have

o Setup: The adversary A chooses a database DB =
{p;, Wi, ind,-}lN:1 and sends it to challenger. The
challenger C randomly selects ¢ hash functions HK =
{Hi(‘)}ﬁzl, and generates a secret key msk <«
HVE.Setup(1*). Finally, C keeps {msk, H K} private.

e Phase I: The adversary A adaptively chooses a number
of queries Q; = {Rgj, Wyj} for j € [q1]. For each
such query, the challenger C encodes the query range
Rg; into S(H(Rg;)). Then, for each prefix element
sk € S(H(Rg;))(1 <k < p), C sets up a BF containing
Wpj U sk and encrypts it using HVE.KeyGen, where
the ‘0’ positions are set to x’, and the ‘1’ positions are
still “1°. Finally, C responses the search token Tp; to A.

o Challenge: The challenger C flips a coin b € {0, 1}. For
each data object O;, C generates the corresponding BF as
BFo, < BF(HK,F(H(p;) UW;). Then, C provides A
with the challenge encrypted database EDB according to
HVE.Enc(msk, BFp,) fori € [N].

o Phase 2: The adversary A runs a protocol identical to
Phase 1 and receives T, forgi+1<j <q.

o Guess: The adversary takes a guess of b.

The simulator can be generated by adding the leakage func-
tions of SKSE-I and replacing the HVE algorithm using the
corresponding HVE simulator. Since we successfully simulate
the experiments of our SKSE-I with an adversary A from the
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experiments of HVE, the indistinguishability of the encrypted
database EDB and the search query Q; for j € [¢2] from the
real and simulate experiment follows directly from the facts
that the indistinguishability of the HVE. The experiment of
our SKSE-I is essentially simulated by ¢’ instances of HVE,
where ¢’ is the total number of HVE instances. As a result,
the adversary A’ could distinguish the encrypted database
EDB and the search query Q; as long as it could distinguish
any pair of two vectors of HVE, which can be interpreted as:

AdVIND—SCPA(li) < AdVIND—SCPA(l/L)

SKSE-I,.A HVE, A’
< ¢’ - negl(%)
which proves the IND-SCPA secure of our SKSE-I. 0

Theorem 2 (Security of SKSE-11): Define L> as:

£2(Q, DB) = {SP(DB), WRP(Q, DB), QP(Q, DB)},

SKSE-II is IND-SCPA secure if HVE is IND-SCPA secure.
Proof: We can still use a similar way to our SKSE-II

as we did in the security proofs of SKSE-I to demonstrate
the security of SKSE-II. Specifically, we can still simulate
the experiments of SKSE-II with an adversary A in the
experiments of HVE, and prove that if adversary A is able
to break the security experiments, it is equivalent to break
the security experiments of HVE, which contradicts to the
assumption that HVE is secure. Due to space limitations,
we skip further details. 0

C. Discussion of Attacks

Most existing STE schemes leak the set of results matching
the query (i.e., result pattern) and query pattern (unless an
ORAM is used, but it will incur multiple interactions) to the
cloud server. Our SKSE only leaks the result set and query
pattern matching both spatial range and textual keywords.
As described in [12], the file-injection attacks [19] focus
on conjunctive query SE schemes are unusable on the STE
constructions with the whole result pattern. The volume-based
or reconstruct attacks [20], [21], [34] can reconstruct the whole
spatial database according to a large number of records of
different range queries’ volume information (i.e., the number
of all objects matching a range query) or query pattern.
In our constructions, an attacker can only obtain the volume
information or query pattern of all objects (nodes) matching
both geometric query range and all the query keywords. This
makes it difficult for an attacker to complete the attack unless
every data object contains all query keywords, which is almost
impossible in practical applications.

Here, we give a simple example to clarify the leakages in
our constructions, and intuitive display why our constructions
leak less information than combine a secure spatial search con-
struction and a secure textual search construction. The example
dataset is shown in Table II. Given a search query Q| =
{R1 = [10, 50], W) = {w4}}, our constructions only leaks the
result 01, O3 < EDB(Q)). If we combine a secure spatial
search construction and a secure textual search construction,
the spatial database will leak Oy, 0>, O3 < EDB(R;) and the
textual database will leak Op, O3, Os < EDB(W)). In this
case, our constructions protect the spatial information of O»
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TABLE II
EXAMPLE DATASET
ject ilbert Code extual Keywords
0, 13 Wi, W3, Wy
[0)) 28 Wo, W5
03 46 Wi, W, Wy
Oy 54 Wo, W3, W5
Os 77 W, W3, Wy

and the textual information of O4, Os. Similarly, for a search
query Q> = {Ry = [30, 80], W> = {wa4}}, our constructions
only leaks the result O3, Os < EDB(Q>). In a combined
scheme, it leaks O3, O4, Os < EDB(R3) and Oy, O3, O5 <
EDB(W3). In this case, our construction protect the spatial
information of O4 and the textual information of O;. After
obtaining the above queries Q1 and Q», the adversary can
only learn the intersect of the query results EDB(Q1) N
EDB(Q2) = 0s.

Next, we explain why such leakages can resist the
above-mentioned leakage attacks used in spatial and tex-
tual databases. Let D be the spatial range in the spa-
tial database. As described in [34], for a desnse database
(i.e., all values appear in at least one record), an attacker
needs to see at least O (D log D) distinct queries to reconstruct
the whole database; as for a sparse database, an attacker
needs to see at least O(D?log D) distinct queries to recon-
struct the whole database. It is worth noting that the attack
succeeds after the attacker has seen each of the possible
query results at least once, independent of their distribution.
In our constructions, however, the attacker cannot obtain
enough information as much as in a range query scheme.
As described in the above example, our constructions can
protect the spatial information of some objects that do not
match query keywords (i.e., O» for Q1 and O4 for Q»).
Thus, the attacker has to monitor more search queries that
contain all possible range queries and textual keywords to
obtain all possible results. Suppose each BRQ query only
contains a single keyword, to obtain all possible search results,
the attack complexity grows to O(|W|Dlog|W|D) and
O(|W|D? log |[W|D), where |W] is the size of query keyword
dictionary. Suppose each BRQ query contains m keyword,

the attack complexity is O(m!(“‘f;,'l!_D T log m!(“uvf,lll_D m)!) and
|W|!D

0((m!(|W‘_m)!)210g m!(\“{[}[/)l!_Dm)!). In our construction, we set

the Hilbert order to 2 = 24. Thus, all of the databases used
in evaluation are sparse databases, and the attacker has to
monitor at least O((3000 x 22%)%10g(3000 x 22%)) ~ 275
queries to reconstruct the database. Sometimes, the adversary
might be able to observe many queries within a particu-
lar range. For a particular range covers 1%o space of the
whole database the attacker still needs to collect at least
03000 x 2'%)? 10g(3000 x 2'%)) ~ 234 queries to reconstruct
the database. Therefore, our constructions are strong enough
to resist the existing state-of-the-art attacks and guarantee data
and query security.

VI. PERFORMANCE EVALUATION

In this section, we evaluate the performance of our proposed
constructions and compare them with state-of-the-art solutions
with various settings.
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TABLE III
COMPARE OF BF LENGTH (BITS)

l | IR =2"% | |R|=2" [ |[R[=2" [ |R[=2% |

Br 327,680 [ 1,310,720 [ 5,242,880 [ 20,971,520
Br, 10,920 26,480 84,510 184,640
Our BF 520 600 680 760
TABLE IV

DETAILS OF THE DATASETS USED IN THE EVALUATION

Description NY FLA UF

# of objects N 264,346 1,070,376 | 1x10°

Avg. keywords per object 12 12 10
total # of keyword 3,173,451 | 12,692,685 | 1x 107
keyword dictionary size 3,000 3,000 3,000

A. BF Parameters and Query Accuracy

In all of our SKSE constructions, we use BFs to support
BRQ. Let 7 be the number of hash functions in BFs, m be the
length of BFs, n be the number of query elements. In SKSE-I
and SKSE-II, the false positive is f, < (1 — e~ !"/™)" as
described in Section II-A. We set t = 14, m/n = 20 so that
the false positive f, < 10~*. For SKSE-II-PV, search user
can clean up dirty results using the post-verification approach
to ensure the accuracy of the final results without relying
on the accuracy of BFs. We only need to keep the basic
filterability of BFs and obtain accurate results according to the
post-verification approach. Thus, we set t = 5,m/n = 6 to
reduce the storage and computational cost while maintaining
the basic pruning ability of BH-tree. We also compare the
BF in our constructions with traditional BF and the linear
transformed BF in ELCBFR+ [2] (denoted as B7 and Bpr
respectively) with varying query range |R|, where ¢t = 14,
m/n = 20. We can observe from Table III that the BF length
in our constructions is extremely smaller than that of Br
and By 7. In our constructions, the number of prefix elements
in a range is at most 2w — 2, where  is the bit-length of the
range, which significantly reduces the length of the BF.

B. Experimental Settings

1) Implementation and Setup: The implement of our con-
structions is written in Java. We use the opensource code of
HVEs and BF from [12]. Although we have experimented
with both symmetric-key HVE [12] and public-key HVE [29],
due to the limited space, we only show some public-key
setting results in the evaluation of Search, and most results
are in symmetric-key setting. The security parameter of
symmetric-key HVE is set to 4 = 128, and the security
parameter of public-key HVE is 4 = 160. The experiments are
run on a machine with Intel Xeon CPU E5-2640 v3 2.6GHz
and 128 GB RAM. Although our constructions can support
and geometric range queries, we set query range as a square
for easy to control range size. Each experimental result is an
average of 10 trials.

2) Datasets: As shown in Table IV, we use three datasets to
evaluate the performance of our constructions, where NY and
FLA are real-world datasets, and UF is a synthetic dataset.
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TABLE V
EXPERIMENTAL PARAMETER SETTINGS

[ Description | Setting ]
# of query keywords [Wo| 12345
max number of children M 4 16 64
query range r (% of the map) | 1% 2% 3% 4% 5%
dataset NY FLA UF

As commonly used in spatial keyword researchs [1], [2],
[6], NY and FLA are a combination of two real spatial
datasets'® and a real document dataset 20 Newsgroups.'* The
spatial data of NY and FLA are from USA road network
nodes of New York City and Florida, separately, and textual
keywords of each spatial location are randomly selected from
the top-3000 frequently keywords in 20 Newsgroups document
dataset. In addition, we generate a synthetic dataset UF that
has 1 million objects from the uniform distribution, where
the keywords allocated to each object are completely random.
Other parameter settings are shown in Table V, where the
default value is bolded. NY and FLA are used to evaluate
the performance of our constructions varying r, Wgp, and M.
UF is a synthetic dataset used to evaluate the performance of
our constructions varying N.

C. Evaluation of Index Generation

There are two main factors affecting IndexBuild: (1) dataset
size N; (2) max number of children M in BH-tree. For each
both aspects, we evaluate index generation time and EDB size.

Varying N: As shown in Fig. 6(a) and Fig. 6(b), when
N increases, the index generation time and EDB size grow
linearly. To improve search efficiency, SKSE-II generates
a large amount of non-leaf nodes, which incurs additional
storage and computational overhead compared with SKSE-I.
In SKSE-II-PV, we adopt the post-verification approach that
eliminates false positives and hence greatly reduces the length
of BFs. In addition, the compressed bitmap introduced by the
post-validation approach is storage-saving, therefore the EDB
size and index generation time of SKSE-II-PV are optimal.
We can see that compare with SKSE-II, our SKSE-II-PV has
at least 60% storage and computation cost saving.

Varying M: From Fig. 6(c-f), we can observe that SKSE-I
is not affected by M because it does not need to generate an
index tree. Since the number of non-leaf nodes is decreased
when M increases, both the index generation time and EDB
size decrease in SKSE-II and SKSE-II-PV.

D. Evaluation of Token Generation

Here, we evaluate the impact of dataset size N, and the
max number of children M in TokGen. For each both aspects,
we evaluate token generation time and token size.

Varying N: Fig. 7(a) and Fig. 7(b) show that the token size
and token generate time is constant in SKSE-I. As for SKSE-II
and SKSE-II-PV, the number of their query BFs increases as
the tree height increases, resulting in an increase in token

13 http://users.diag.uniromal.it/challenge9/
14http://people.csail.mit.edu/jrennie/ZONewsgroups
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size and token generate time. Since the length of BFs in
SKSE-II-PV is much smaller than that of SKSE-II,
SKSE-II-PV is more efficient than SKSE-II.

Varying M: As shown in Fig. 7(c-d), both the token gen-
eration time and token size decrease varying increasing M in
both SKSE-II and SKSE-II-PV since the number of non-leaf
nodes decreases varying increasing M. In SKSE-I, the aver-
age number of query tokens is 3.42. As for SKSE-II and
SKSE-II-PV, the average number of query tokens is
24.46,13.5,14.38, separately, when M = 4, 16, 64, separately.

E. Evaluation of Search

There are five main factors affecting Search: (1) the size
of dataset N; (2) the max number of children M in BH-tree;
(3) the query range r; (4) the number of query keyword [Wp|.

Varying N: Fig. 8(a) shows that the running time of Search
in all of our constructions grows with varying N. The running
time in SKSE-I grows linearly with varying N, and the
running time in SKSE-II and SKSE-II-PV has sub-linear
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growth with varying N, which satisfies the complexity analy-
sis. Specifically, the running time of three constructions
on one million data are 15839 ms, 196 ms, and 99 ms,
respectively.

Varying M: From Fig. 8(b) and Fig. 8(c), we can observe
that the running time of Search in SKSE-II and SKSE-II-PV
grows with varying M. This is because a larger M results in a
smaller depth of index tree, but larger search space per node,
which leads to higher computational cost.

Varying r: As shown in Fig. 8(d) and Fig. 8(e), the search
time in SKSE-II and SKSE-II-PV has linear-like growth since
the search space has linear growth with varying r. As for
SKSE-I, the running time of Search is constant since it has
to traverse all objects. We can see that the maximums of the
running time are 24181 ms, 323 ms, and 165 ms for our three
constructions, respectively.

Varying [Wo|: For SKSE-II and SKSE-II-PV, more query
keywords lead to stronger pruning capability, which reduces
the search space and thus reduces search time. As for SKSE-I,
it has to traverse all objects, which cost constant search time.
The experimental results are shown in Fig. 8(f) and Fig. 8(g),
we can observe that the maximums of the running time are
21218 ms, 224 ms, and 108 ms for our three constructions,
respectively.

Performance in Public-Key Setting: The above evaluations
are performed in a symmetric-key setting. Our constructions
are generic that can be constructed from any HVE schemes,
including symmetric-key and public-key settings. To fully
evaluate the performance of our constructions, we simulate
the search performance in public-key setting. The experimental
result is shown in Fig. 8(h-j). We can see the search time of

each construction in public-key setting is at least 10*x slower
than that in symmetric-key setting.

F. Comparative Analysis

Here, we compare our constructions with the state-of-the-art
solutions ELCBFR+ [2] and PBRQ-Q [6]. As described in
Section I-A, the ELCBFR+ is based on the broken cryp-
tography tool ASPE [4], which means it cannot guarantee
data security. The security and leakages of PBRQ-Q are
similar to those of our constructions. As shown in Fig. 9(a),
the EDB size of our constructions are smaller than that in both
ELCBFR+ and PBRQ-Q. Specifically, compared to PBRQ-Q
and ELCBFR+-, our SKSE-II-PV have 97% and 95% storage
cost saving on one million data, respectively. As for TokGen,
we can observe from Fig. 9(b) and Fig. 9(c) that the token
size in our SKSE-II and SKSE-II-PV is larger than that in
ELCBFR+, but the running time in both constructions is
faster than that in ELCBFR+. SKSE-I is optimal in both
token size and running time of TokGen, and PBRQ-Q is
the worst in both respects. Fig. 9(d) and Fig. 9(e) show
that the running time of Search in our SKSE-II and SKSE-
II-PV outperforms the ELCBFR+ and PBRQ-Q. Specifically,
our SKSE-II-PV is at least 3x faster than ELCBFR+ and
400x faster than PBRQ-Q. In summary, the performance of
our SKSE-II and SKSE-II-PV outperform the ELCBFR+,
except for the token generation time and token size (which
is acceptable). The performance of PBRQ-Q is outperformed
by all of our constructions.

In TABLE VI, we compare our constructions with existing
constructions. The “Sub-linear Complexity” means the search
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COMPARISON WITH EXISTING CONSTRUCTIONS

TABLE VI

Construction | CRSE [35] | GRSE [16] | FastGeo [17] | ELCBFR+ [2] [ PBRQ-Q[6] [ SKSE- [ SKSEI |
Sub-linear Complexity X v v v v X v
Performance Very Low Low Low Very High Medium High Very High
Search Method Circle Geometric Geometric Geometric BRQ BRQ BRQ
Dynamic Update X X v X X X X
Forward/backword Privacy N/A N/A X N/A N/A N/A N/A
Security Model IND-SCPA | IND-SCPA IND-SCPA Broken IND-SCPA IND-SCPA | IND-SCPA
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complexity is faster than linear, which means the construc-
tion is able to support search over large-scale datasets. The
“Performance” is a qualitative comparison of search time
on real-world datasets. The “Forward/backward Privacy” is a
security property for dynamically updatable STE constrictions.
Note that only FastGeo supports dynamic updates but it
cannot achieve forward/backword privacy, how to achieve
dynamically updatable STE constructions for BRQ is still a
challenging problem, we will discuss this problem in the next
section. As shown in TABLE VI, to the best of our knowledge,
our constructions achieve the best performance with strong
security for BRQ.

VII. LIMITATION AND DISCUSSION

In this section, we clarify the limitations of our SKSE
constructions, discuss the challenges to fix these limitations,
and give some ideas to solve these limitations. We believe that
the discussion in this section will be helpful for researchers
who are interested in the problem of secure spatial keyword
queries in future work.

A. Dynamic Update

In the above method SKSE constructions, we do not con-
sider the dynamic update of outsourced spatio-textual data-
base. The static setting is widely used in both plaintext and
encrypted spatio-textual indexes [1], [2], [6]. Dynamic update,
however, may be an important property for some frequently
updated applications. There is a naive way to support updates
over our encrypted outsourced constructions, that is, rebuilding
the encrypted Bloom filters from the updated object to the
root node. The rebuilt nodes including all parent nodes of
the updated object but not all nodes of the entire database.
However, such an approach incurs unignorable computation
and communication costs. In addition, dynamic data updates
also incur more information leakages than search. Specifically,
data insertion reveals relations between newly inserted data
and the previously searched data; data deletion reveals rela-
tions between newly deleted data and the previously inserted
or searched data. Practical attacks in [19], [36], [37] showed
that the above information learned in data update could be
exploited to compromise the data privacy. Therefore, there are
two main challenges to design a secure BRQ construction that
supports dynamic update:

Challenge 1: How to minimize computation and communi-
cation overhead?

Challenge 2: How to minimize information leakages in
update operations?

Here, we show that our spatial data and queries encoding
method may be of independent interest to construct a secure
BRQ construction that supports dynamic updates. Using our
spatial data and queries encoding method as described in
Section IV-A, any spatial range queries can be translated
into multiple prefixes. Thereby, we can construct a secure
dynamic BRQ by using two secure Dynamic Searchable
Encryption (DSE) constructions. Specifically, we use one DSE
construction (namely KDB) to store textual keyword indexes
and another DSE construction (namely SDB) to store spatial
prefix indexes. To update a spatio-textual object, we can
update KDB and SDB according to the textual keywords
and spatial prefixes, separately. As for search, a search user
submits keyword queries and spatial queries to KDB and
SDB, separately. Next, search user obtains keyword query
results Ry from KDB and spatial query results R from SDB.
Finally, the BRQ result is the intersection of Ry and Rs. Such
construction is efficient and secure if the chosen DSE construc-
tions are efficient and secure to resist the above-mentioned
leakage-based attacks. Certainly, such construction does not
combine the space and text index tightly. A well-designed
dynamic index can provide a better performance, but this is
beyond the scope of this paper, and we will try to solve it in
future work.

B. Hiding Query Pattern and Result Pattern

In our constructions, to minimize communication round-trip
and computation cost, we leak the query pattern and result
pattern. Is there any way to hide the query and result pat-
terns? ORAM is an ideal cryptography primitive to address
this problem. Here, we give a simple idea to support BRQ
using ORAM-based searchable encryption schemes [38]-[40].
Our idea is similar to the dynamic update idea mentioned
above. We can use two ORAM-based searchable encryption
constructions to store prefix indexes and keyword indexes,
separately. Then, BRQ results can be obtained by intersecting
the search results of these two indexes. Similarly, such an
approach does not combine the space and text index tightly,
which does not achieve the best performance. We welcome
researchers who are interested in this issue to explore and
solve it.

VIII. RELATED WORK

Searchable Encryption (SE) is a typical STE construction
for textual keyword first proposed by Song et al. [8]. Next,
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Curtmola et al. [9] developed the security model of SE and
designed the first inverted-index-based SE construction. Then,
many SE schemes have been proposed to enrich function-
alities [10], [41], improve performance [42], and enhance
security [12], [43]. However, almost all of the above schemes
only consider the keyword data rather than the spatial data.

Secure range queries on encrypted data has been
well-studied in recent years. Li et al. [15] proposed a novel
PBtree which can achieve index indistinguishability against
chosen keyword attack. However, PBtree only supports
one-dimensional range queries. Wang et al. [14] presented a
novel R-tree index for encrypted half-space range queries by
using the broken ASPE [4]. Afterwards, Demertzis et al. [44]
translated range search into multi-keyword search, so that they
can support range queries using any SE schemes. Unfortu-
nately, their approaches introduced false positives. To achieve
geometric range queries, several schemes [16], [17], [45] were
proposed based on homomorphic encryption, pairing-based
encryption, or ASPE. But either the performance or security
of these schemes is limited.

Encrypted databases are another important application of
STE. CryptDB [22] is an earlier attempt at encrypted databases
use Property-Preserving Encryption (PPE) schemes such as
deterministic encryption [24] and order-preserving encryp-
tion [25]. In [27], Grubbs et al. have shown that the PPE-based
schemes have security vulnerabilities. To address this issue,
Popa et al. [46] respectively proposed semantically secure
SQL encrypted databases without using PPE. However, these
schemes cannot hide metadata or access patterns during exe-
cution, if an attacker can observe such information from many
queries, the attacker can reconstruct data [20], [21]. Moreover,
all of the above encrypted databases are dedicated to solving
the SQL query problem on encrypted data, and cannot deal
with BRQ.

IX. CONCLUSION

In this paper, we presented several SKSE constructions to
achieve various security-efficiency tradeoffs. Specially, we first
presented a linear complexity SKSE construction with mini-
mizing results pattern leakage. Next, we constructed a novel
tree-structure index to achieve sub-linear search complexity.
Finally, we proposed a post-validation approach to ensure
query accuracy and further improve search and storage per-
formance. We provided rigorous security proof and compre-
hensive performance evaluating to prove the security and
efficiency of our constructions. In our future work, we will
explore more secure and functionality spatial keyword STE
constructions.
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