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Efficient Privacy-Preserving Similarity Retrieval
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Abstract—Privacy-preserving similarity retrieval for ciphertext
images has broad applications in Internet of Things (IoT)
areas, including smart healthcare, face recognition, and social
networking. However, most existing privacy-preserving schemes
suffer from inefficient retrieval and limited security guarantees
due to the use of unreasonable encryption methods. In addition,
those supporting fine-grained access control often lack scalability
or are computationally inefficient. To address these challenges,
we propose an efficient similarity retrieval scheme for ciphertext
images that ensures both privacy preservation and fine-grained
access control. First, we construct an encrypted index tree
using clustering to improve retrieval efficiency while preserving
high recall. Second, we achieve security against chosen-plaintext
attacks (CPAs) and result verification by employing symmetric
homomorphic encryption and Merkle hash tree. Third, we realize
access control for each image, enabling simultaneous access
verification and similarity retrieval via a single inner product
operation. Our theoretical and experimental analysis shows that
the proposed scheme is CPA-secure and achieves up to 100×
faster query processing than existing CPA-secure schemes, with
the ability to retrieve 2000 ciphertext images within 0.5 s for
128-dimensional feature vectors.

Index Terms—Access control, homomorphic encryption (HE),
privacy-preserving similarity retrieval, result verification.

I. INTRODUCTION

W ITH the rapid development of Internet of Things (IoT)
technology and the proliferation of terminal devices,

vast amounts of image data are being generated. A wide range
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Fig. 1. IoT scenario for image similarity retrieval.

of image-based applications, such as smart healthcare, face
recognition, and social networking, are now deployed in cloud-
assisted IoT scenarios. Offloading computation to the cloud
alleviates the burden on resource-constrained IoT devices, but
also introduces new requirements for high efficiency, strong
data security, and flexible functionality.

As illustrated in Fig. 1, a representative scenario arises
in smart healthcare. The hospital collects medical images,
encrypts them, and uploads them to the cloud server for
secure storage and retrieval. Authorized doctors use their IoT
devices to send similarity queries to the cloud, and the returned
retrieval results assist in diagnosis and treatment planning.
In this context, efficient retrieval ensures timely medical
responses, strong security guarantees the confidentiality of
sensitive patient data, and access control ensures that doctors
from different departments can only access images to which
they are authorized. Therefore, achieving efficiency, privacy
preservation, and access control in image similarity retrieval is
both a critical and urgent challenge in IoT-based applications.

Although many privacy-preserving image retrieval schemes
have been proposed [1], [2], [3], [4], [5], [6], [7], [8], [9],
[10], [11], [12], [13], [14], [15], [16], [17], [18], [19], [20],
they still face some limitations. First, current schemes fail
to achieve a balance between efficiency and security. Many
privacy-preserving similarity retrieval schemes [3], [4], [5],
[8], [9], [10], [11] adopt the secure k-nearest neighbor (kNN)
technique [21] to enable efficient similarity computation over
encrypted features. The basic secure kNN scheme [21] protects
data privacy by adding random numbers and applying random
matrix transformations. However, as shown in [22], it is
even vulnerable to ciphertext-only attacks (COAs). Enhanced
secure kNN variants [3], [4], [5], [8], [9], [10], [11] have
been developed by introducing additional randomization, and
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have been proven to resist both COAs and known-background
attacks (KBAs). Nevertheless, KBA security is insufficient
to meet the strong security requirements of practical appli-
cations. Additionally, most secure kNN-based schemes are
designed for ranked retrieval, which results in similarity order
leakage and helps attackers infer correlations between query
tokens [12], [13]. To strengthen privacy preservation, some
schemes [14], [15], [16], [17], [18], [19], [20] have instead
adopted homomorphic encryption (HE), such as the Paillier
cryptosystem [23] to compute similarity. While these schemes
provide semantic security, simple linear index structures and
complex ciphertext operations result in expensive overhead
during image retrieval.

Second, existing access control mechanisms in privacy-
preserving image retrieval schemes are either inflexible or
computationally expensive. In the polynomial-based access
control mechanism [2], [4], [8], [9], access policy is repre-
sented as the roots of the polynomial, and the user’s role is
evaluated by calculating the polynomial’s value. If the value is
zero, the user’s role satisfies the access policy, thereby granting
access to this image. However, the degree of the polynomial
increases super-linearly with the number of roles, which leads
to high-computational overhead. In addition, the polynomial-
based access control mechanism does not support wildcard
roles, which limits its practical use in IoT settings. Another
widely used approach for achieving fine-grained access control
is ciphertext-policy attribute-based encryption (CP-ABE). In
CP-ABE, the symmetric key used for image encryption is
encrypted under an access policy. Only users whose attributes
satisfy the policy can recover the symmetric key and decrypt
the corresponding image ciphertext [18]. However, CP-ABE is
generally less efficient than polynomial-based access control
mechanisms due to the computational overhead of bilinear
pairing operations.

In light of the above observations, existing schemes are
either efficient but provide limited security, or highly secure
but suffer from low efficiency. Moreover, access control
mechanisms in these schemes either do not support wild-
card attributes or incur significant performance overhead,
which limits their practical deployment in IoT environments.
Motivated by these limitations, we propose PPSR, an efficient
and privacy-preserving image similarity retrieval scheme with
fine-grained access control. The main contributions of this
work are summarized as follows.

1) Efficient Retrieval: PPSR is the first to combine cluster-
ing with HE to construct a two-layer encrypted index
tree, which significantly reduces retrieval overhead. It
achieves query processing speeds up to 100× faster
than existing schemes that provide comparable security
guarantees.

2) High Security: PPSR realizes threshold retrieval over
encrypted images based on the homomorphic ciphertext
symbol computation protocol. It returns only results that
meet the similarity threshold and access control require-
ments, avoiding similarity ranking and thus preventing
order leakage. Compared to KBA-secure schemes based
on secure kNN, PPSR has stronger security and can
resist chosen-plaintext attack (CPA). Additionally, it

designs a simplified verification mechanism to ensure
the correctness of retrieval results.

3) Fine-Grained Access Control: PPSR supports wildcard
attributes and enforces access control at the individual
image level rather than at the broader category level,
enabling more flexible access control mechanism. It
embeds both access policies and user attributes into
image feature vectors, enabling efficient and simultane-
ous retrieval and access control. Access is denied when
the inner product of the corresponding vectors exceeds
zero.

The remainder of this article is organized as follows.
Section II reviews the related work on retrieval. Section III
introduces the preliminaries used in our scheme, and
Section IV presents the system model, threat model and design
goals. Section V provides the main idea and the details of our
scheme. The theoretical analysis and performance evaluation
are presented in Sections VI and VII, respectively. Finally,
Section VIII concludes this article.

II. RELATED WORK

In this section, we briefly review some existing related work
on ciphertext images similarity retrieval.

Retrieval Based on Secure kNN: Since the first ciphertext
images retrieval scheme was proposed by Lu et al. [1],
researchers have proposed various schemes to improve effi-
ciency and security. Yuan et al. [2] constructed an index
tree based on the K-means clustering and encrypted feature
vectors with the secure kNN, which achieves high retrieval
efficiency. Building upon this, Li et al. [3] extended the
approach by incorporating a dynamic verification tree based
on the chameleon hash, which supports dynamic updates and
results verification. More recently, Mao et al. [4] proposed
a verifiable encrypted image retrieval scheme based on the
chameleon hash tree. To further speed up the retrieval process,
Li et al. [5] redesigned the hierarchical index tree by merging
several similar clusters into one cluster. The adapted index
tree has fewer levels. In addition to the index tree, building
an index with hash function is also a common method.
In [6], [7], Xia et al. constructed prefilter tables using locality-
sensitive hashing (LSH) and encrypted the Multimedia Content
Description Interface (MPEG-7) features in the tables using
secure kNN. Moreover, they proposed a watermark-based
protocol to trace the illegal query user who distributed the
retrieved images in [6]. Similarly, scheme [8] implemented
user tracking through watermarking technology. In addition,
a lightweight encrypted image retrieval with access control
based on polynomial-based access policy and secure kNN
was proposed in [8]. Considering retrieval in multiowner
multiuser settings, Tong et al. [9] employed the polynomial-
based access policy and secure kNN, while Khan et al. [10]
employed attribute-based encryption and secure kNN. In [11],
secure kNN and watermarking are used to achieve secure and
traceable image retrieval. These schemes have been proven to
resist COA and KBA by their authors. In the KBA model,
the attacker is assumed to have access to a limited amount of

Authorized licensed use limited to: Nanyang Technological University Library. Downloaded on August 27,2026 at 06:35:28 UTC from IEEE Xplore.  Restrictions apply. 



40056 IEEE INTERNET OF THINGS JOURNAL, VOL. 12, NO. 19, 1 OCTOBER 2025

plaintext, which is insufficient to construct a linearly indepen-
dent system of equations for breaking the ciphertext. However,
KBA security is not sufficient for practical applications. In
addition, these ranked search schemes rely on ranking similar-
ity scores to produce retrieval results, which can leak similarity
order information and help attackers infer correlations between
query tokens. To enhance security, two threshold retrieval
schemes that introduce more random numbers were proposed
in [12] and [13], and have been proven to be CPA-secure.

Retrieval Based on HE: Compared with secure kNN, HE
performs better in terms of security. Zhang et al. [14] proposed
a secure image retrieval scheme, which encrypts the feature
vectors using the Paillier HE algorithm. Li et al. [15] designed
a new data structure subsimhash and then constructed an
inverted index to achieve a secure dynamic threshold retrieval
scheme. However, this scheme revealed the Hamming distance
and threshold to the cloud server. Instead of encrypting feature
vectors, Guo et al. [16] encrypted the mean and standard
deviation of feature vector using Paillier HE to compute
a lower bound of Euclidean distance, thereby significantly
reducing the computational cost of Euclidean distance. Based
on [16], Yang et al. [17] proposed an encrypted image retrieval
in multiuser settings through encrypting the lower bound
on the squared Euclidean distance with the distributed two
trapdoors public-key cryptosystem [24]. In addition to Paillier
HE algorithm, Zhang et al. [18] employed a multilevel HE
algorithm [25] that supports both homomorphic computation
and key conversion, enabling a privacy-preserving image
search system with access control in multiuser settings. With
the Cheon-Kim–Kim-Song (CKKS) and private information
retrieval (PIR), Chen et al. [19] proposed a secure content-
based image retrieval scheme in cloud-assisted IoT, which
achieves indistinguishability against CPA. Li et al. [20]
designed an additional homomorphic bitmap index to improve
search efficiency and accuracy and employed a reversible
data hiding technique to protect the privacy of verification
information. Although the HE techniques can protect data
privacy while supporting ciphertext computation, their com-
putational and communication overhead is still high.

To improve efficiency and security, we will propose an
efficient privacy-preserving similarity retrieval scheme with
fine-grained access control for ciphertext images. Compared
with previous schemes, our scheme has the following
advantages shown in Table I.

III. PRELIMINARIES

In this section, we will introduce some related preliminaries,
including symmetric HE (SHE), sign computation protocol and
Merkle hash tree (MHT).

A. Symmetric Homomorphic Encryption

The SHE is more lightweight than the traditional public
key HE Paillier [23], and has been proved to be semantically
secure in [26] and [27]. It can support leveled homomorphic
addition and multiplication. Specifically, the SHE consists of
three steps, namely, key generation, message encryption, and
ciphertext decryption, which are defined as follows.

TABLE I
COMPARISON OF SIMILARITY RETRIEVAL SCHEMES

1) (PP, SK)← SHE.KeyGen(k0, k1, k2): Given the secu-
rity parameters (k0, k1, k2) with k1 < k2 < (k0/2),
generate the secret key SK = (p, L), where p, q are two
large prime numbers with |p| = |q| = k0 and L is a
random number with |L| = k2. Then, compute N = pq
and set the public parameter PP = (k0, k1, k2, N), and
the basic message space M = {m|m ∈ [−2k1−1, 2k1−1)}.

2) E(m) ← SHE.Enc(m, PP, SK): Encrypt a plaintext
message m ∈ M with the secret key SK = (p, L) as

E(m) = (rL+ m)
(
1+ r′p

)
mod N (1)

where r and r′ are two random numbers with the bit
length |r| = k2, |r′| = k0.

3) m ← SHE.Dec(E(m), SK): Decrypt a ciphertext E(m)

with the secret key SK = (p, L) as

m′ = (E(m) mod p) mod L. (2)

If m′ < (L/2), it means that m ≥ 0 and m = m′,
otherwise m < 0 and m = m′ − L.

The SHE method has the following homomorphic addition
and multiplication properties.

1) Homomorphic Addition-I: E(m1) + E(m2) → E(m1 +
m2).

2) Homomorphic Multiplication-I: E(m1) ∗ E(m2) →
E(m1 ∗ m2).

3) Homomorphic Addition-II: E(m1)+m2 → E(m1+m2).
4) Homomorphic Multiplication-II: when m2 > 0, E(m1) ∗

m2 → E(m1 ∗ m2).

B. Sign Computation Protocol

We give a sign computation protocol [26] to determine
whether a plaintext message m ∈ M is greater than 0 based
on its ciphertext. The sign of m is defined as

sign(m) =
{

1, m > 0
−1, m ≤ 0.

(3)
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Fig. 2. Construction of MHT.

Given the ciphertext E(m)← SHE.Enc(m) of message m,
two noncollusive cloud servers (i.e., CS1 and CS2 in our
scheme) cooperate on computing the sign of m while keeping
m secret from both CS1 and CS2. CS1 holds two ciphertexts
E(m) and E(−1), and CS2 holds a secret key SK. The sign
computation protocol has the following steps.

1) Step 1: CS1 selects two random numbers r1, r2 ∈
{0, 1}k1 where r1 > r2 > 0. Then, CS1 computes

r1 ∗ E(m)+ r2 ∗ E(−1) mod N (4)

with the SHE’s homomorphic properties, which equals
to E(r1 ∗m− r2). Finally, CS1 sends E(r1 ∗m− r2) to
CS2.

2) Step 2: CS2 first decrypts E(r1 ∗ m − r2) with SHE’s
decryption algorithm and secret key SK to recover r1 ∗
m− r2. Then, CS2 can deduce that the sign of m as

sign(m) =
{

1, r1 ∗ m− r2 > 0
−1, r1 ∗ m− r2 < 0.

(5)

Correctness: The sign computation protocol is correct iff
m > 0 ⇔ sign(m) = 1 and m ≤ 0 ⇔ sign(m) = −1. Since
these two propositions are equivalent, we only prove m > 0⇔
sign(m) = 1 holds.

Proof: We prove the proposition m > 0 ⇔ sign(m) = 1
from sufficiency and necessity.

1) Sufficiency: Since r1 > r2 > 0, if m > 0, r1 ∗m− r2 > 0
holds. CS2 gets sign(m) = 1.

2) Necessity: If CS2 gets sign(m) = 1, r1 ∗ m − r2 > 0
holds. Since r1 > r2 > 0, m > (r2/r1) > 0 holds.

C. Merkle Hash Tree

The MHT [28] is a complete binary tree, which can be
used to verify whether the data is tampered with and forged,
even deleted. In MHT, the hash values of leaf nodes are
generated by hashing their data, while the hash values of
nonleaf nodes are generated by hashing their child nodes.
Specifically, as shown in Fig. 2, a, b, c, d are four data, h
is a collision-resistant hash function, and “‖” denotes the
concatenation of two hash values. The hash values of four data
are H1,1 = h(a), H1,2 = h(b), H1,3 = h(c), H1,4 = h(d). They
are arranged in four leaf nodes, respectively. The hash values
of intermediate nodes H2,1, H2,2 are computed by hashing the
hash values of their child nodes, H2,1 = h(H1,1‖H1,2), H2,2 =
h(H1,3‖H1,4). At last, the hash value of root node is H3,1 =
h(H2,1‖H2,2). Under the assumption that the hash function h()

is collision-resistant, these four data cannot be forged since
the root node H3,1 is unique.

Fig. 3. System model of PPSR.

IV. PROBLEM FORMULATION

In this section, we present the system model, threat model
and design goals.

A. System Model

In PPSR, we consider a secure ciphertext images retrieval
scenario, which consists of four parties, i.e., a service provider
SP, a set of query users QUs = {QU1, QU2, . . . , }, and two
cloud servers CS1, CS2, as shown in Fig. 3.

1) Service Provider SP: SP has an image dataset with n
images IMG = {img1, img2, . . . , imgn}. SP outsources IMG
to CS1 and delegates CS1, CS2 to provide similarity retrieval
services to query users. Specifically, SP first initializes the
system, and then generates and distributes the system keys
(as shown in step 1©). Next, SP encrypts the image dataset
and integrates the access control vector into the image’s
feature vector, resulting in an extended vector stored in the
encrypted index tree. In addition, SP computes the message
authentication code (MAC) values based on ciphertext images
for results verification. Finally, SP sends the encrypted image
dataset, encrypted index tree, and MAC values to CS1 (as
shown in step 2©).

2) Query Users QUs: When a QU issues a query to the
cloud server, he/she extracts the feature vector of query image
imgq and defines two thresholds for index. Then, QU generates
the query token and sends it to CS1 (as shown in step
3©). The returned retrieval images satisfy both the similarity
threshold and the access control policy. When QU verifies the
correctness of retrieval results, he/she sends the challenging
information to CS1 for verification proof.

3) Cloud Servers CS1, CS2: CS1 stores the encrypted
dataset and index tree, while CS2 stores the secret key used
to encrypt the index tree. Once the query token is received,
CS1 and CS2 cooperate to complete the retrieval task and
return the retrieval results to query users (as shown in step
4©). Besides, CS1 answers the verification proof from QU.
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B. Threat Model

In PPSR, SP is honest since he/she owns the image dataset.
Moreover, QUs are assumed to be honest, meaning that
they will honestly follow our scheme to issue reasonable
queries to cloud servers and will not collude with either
cloud servers or unauthorized query users. As for the cloud
servers, CS2 is assumed to be honest-but-curious, which will
honestly follow our scheme to process queries. But CS1
is considered to be semi-honest-but-curious, which is also
applied in [29] and [30]. Different from honest-but-curious
assumption, semi-honest-but-curious CS1 may tamper with or
forge retrieval results for the sake of its commercial interests
or conceal data loss accidents. In addition, we assume that
CS1 and CS2 will not collude. The noncollusion assumption
is reasonable since cloud servers from different companies
compete for interest. Note that our scheme may face other
active attacks, such as side-channel attacks. Since we are
mainly concerned with data privacy preservation, those attacks
are beyond the scope of our work and will be discussed in
future work.

C. Design Goals

We propose an efficient privacy-preserving similarity
retrieval scheme for ciphertext images, which is required to
achieve the following goals.

1) Efficient Retrieval: PPSR should support efficient cipher-
text similarity retrieval, enabling users to quickly obtain
relevant results.

2) High Security: PPSR should ensure the privacy of
images and their feature vectors, as well as the correct-
ness of retrieval results, preventing cloud servers from
accessing plaintext or tampering with the results.

3) Fine-Grained Access Control: PPSR should allow an
access control policy to be defined for each image,
ensuring that only users who meet the policy can access
the image.

V. OUR PROPOSED SCHEME

In this section, we first introduce the main idea of PPSR,
then present its detailed constructions, and finally extend the
scheme by enabling both service providers and query users
to enforce access control policies, thereby achieving bilateral
access control. Table II gives some important notations used
in PPSR.

A. Main Idea of PPSR

The similarity between images is typically measured by the
Euclidean distance between their feature vectors. We consider
a plaintext similarity retrieval scenario, where SP holds an
image dataset IMG = {img1, img2, . . . , imgn} consisting of
n images. For each image imgi ∈ IMG, SP extracts a CNN
feature �fi, resulting in a feature vector set F = {�f1, �f2, . . . , �fn}.
SP sends IMG (referred to as data images) and F (referred
to as data vectors) to CS1. When a QU wishes to retrieve
images similar to a query image imgq, he/she first extracts its
CNN feature �fq as the query vector and selects a threshold

TABLE II
NOTATIONS

τ > 0. QU then submits �fq and τ to CS1, which computes the
Euclidean distance ||�fi−�fq|| for each i ∈ [1, n]. If ||�fi−�fq|| ≤ τ

holds, the image imgi is considered a match. Finally, CS1
returns all matched data images to QU.

To protect data privacy while enabling efficient computation
in the ciphertext similarity retrieval scenario, we adopt a
SHE algorithm to encrypt feature vectors. Each data vector
�fi is expanded to �f ′i = (�fi, 1, ||�fi||2), and the query vector
�fq is expanded to �f ′q = (−2�fq, ||�fq||2 − τ 2, 1). The com-
parison between the Euclidean distance and the threshold is
transformed into the computation of the inner product �f ′i ·�f ′
q . This inner product is computed under encryption by
leveraging the homomorphic properties and a secure sign
computation protocol is used to determine the comparison
result. To improve retrieval efficiency, we further process the
feature vectors using a clustering algorithm and construct
an index tree. During query processing, CS1 and CS2 first
identify the clusters most similar to the query and then
perform a refined search within those clusters. This approach
avoids traversing the entire dataset and significantly improves
efficiency. Meanwhile, the recall rate is enhanced by allowing
QU to specify different thresholds, enabling more flexible and
comprehensive retrieval.

To support fine-grained access control within the cipher-
text similarity retrieval process, we integrate access policy
evaluation directly into the vector space. Specifically, each
data image imgi is associated with an l-dimensional access
vector �ai = (ai,1, ai,2, . . . , ai,l) defined by SP, while
each QU holds an attribute vector �v = (v1, v2, . . . , vl)

representing his/her access privileges. To simultaneously
perform access control and similarity computation, we
extend the vectors as follows. �ai is expanded to �a′i =
(�ai,−2a2

i,1,−2a2
i,2, . . . ,−2a2

i,l,
∑l

t=1 a3
i,t), resulting in the

extended data vector �f ′′i = (�f ′i , �a′i). Similarly, �v is extended
to �v′ = γ 2(v2

1, v2
2, . . . , v2

l , �v, 1), and the query vector becomes
�f ′′q = (�f ′q, �v′), where γ is a random number greater than the
threshold τ . As a result, the inner product �f ′′i · �f ′′
q ≤ 0 holds
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iff two conditions are simultaneously satisfied: 1) the feature
vectors meet the similarity condition ||�fi − �fq||2 ≤ τ 2, and
2) the QU satisfies the access policy defined by SP. This
enables access control and similarity retrieval to be performed
simultaneously through a single inner product operation.

B. Detailed Constructions of PPSR

Our PPSR involves four entities, namely, SP, QU, CS1, and
CS2, and consists of four phases: system initialization and
data outsourcing on the side of SP, query token generation
on the side of QU, and query processing on the sides of CS1
and CS2. The details are presented as follows.

1) System Initialization: In this phase, SP is responsible
for initializing the system. First, SP selects three security
parameters (k0, k1, k2). Then, SP runs SHE.KeyGen() to gen-
erate a pair of public parameters and secret key as (PP, SK)←
SHE.KeyGen(k0, k1, k2), and runs E(−1)← SHE.Enc(−1)

to generate the ciphertext of −1. After that, SP generates
a key kMAC of MAC algorithm, a key kimg of advanced
encryption standard (AES) algorithm, and a collision-resistant
hash function h : {0, 1}∗ → {0, 1}κ where κ is the security
parameter. At last, SP publishes {PP, E(−1), h} and sends
{SK, kMAC, kimg} to QUs and SK to CS2.

2) Data Outsourcing: In this phase, SP outsources his/her
dataset IMG = {img1, img2, . . . , imgn} to CS1. First, SP
constructs an encrypted index tree, then encrypts the image
dataset and generates the MAC values, and finally sends them
to CS1.

1) Build the Encrypted Index: As shown in Algorithm 1,
SP first extracts the feature vectors {�f1, �f2, . . . , �fn}
using the pretrained CNN model for IMG, and then
clusters all features by using clustering method (e.g.,
K-means). Suppose the dataset are clustered into K clus-
ters {C1, C2, . . . , CK} and their corresponding clustering
center vectors are {�c1, �c2, . . . , �cK}. SP constructs the
index tree by storing {�c1, �c2, . . . , �cK} into intermediate
nodes and {�f1, �f2, . . . , �fn} into leaf nodes. The root node
of index is the average value of clustering centers, �r =
(
∑K

i=1 �ci/K). The child node values of Ci (i ∈ [1, K])
are the feature vectors that belong to the same cluster as
the Ci. SP encrypts leaf nodes {�f1, �f2, . . . , �fn} (lines 9
to 16), intermediate nodes {�c1, �c2, . . . , �cK} (lines 17
to 19) and root node �r (lines 20 to 21). Finally, the
encrypted index E(T) is constructed.

2) Encrypt the Image Dataset: SP encrypts each image
imgi (i ∈ [1, n]) in IMG with the AES algorithm. The
encrypted images are {cimg1, cimg2, . . . , cimgn}, where
cimgi ← AES.Enc(kimg, imgi).

3) Generate the MAC Values: SP generates an MAC value
for cimgi (i ∈ [1, n]) using SHA256. The MAC val-
ues are {MAC1, MAC2, . . . , MACn}, where MACi ←
MAC(kMAC, cimgi‖i), “‖” denotes the concatenation.

4) Send Ciphertexts: The encrypted index E(T) and
{i, cimgi, MACi}ni=1 are outsourced to CS1.

3) Query Token Generation: For the query image imgq,
QU extracts the feature vector �fq with the pretrained CNN
model. Then, QU selects two thresholds to generate two

Algorithm 1: Build the Encrypted Index
Input: The image dataset IMG.
Output: The encrypted index E(T).

1 for i ∈ [1, n] do
2 Extract feature vector �fi from imgi using the

pre-trained CNN model;

3 Set F = {�fi}ni=1 where �fi = (fi,1, fi,2, . . . , fi,d);
4 Cluster F using the clustering algorithm to get K centers

C1, . . . , Ct, . . . , CK and their values are
�c1, . . . , �ct, . . . , �cK , where �ct = (ct,1, ct,2, . . . , ct,d);

5 Set {Ct}Kt=1 as K intermediate nodes, and the node values
are {�ct}Kt=1;

6 for each intermediate node Ci do
7 Set feature vectors which are clustered into Ci as the

child node values of Ci;

8 Set �r =
∑K

i=1 �ci
K as the value of root node;

9 for i ∈ [1, n] do
10 �f ′i = (�fi, 1, ||�fi||2);
11 Select ai,1, ai,2, . . . , ai,l from {U ∪ 0};
12 // U denotes the attribute universal

set, 0 denotes the wildcard
attribute that SP doesn’t care

13 �ai = (ai,1, ai,2, . . . , ai,l);
14 �a′i = (�ai,−2a2

i,1,−2a2
i,2, . . . ,−2a2

i,l,
∑l

t=1 a3
i,t);

15 �f ′′i = (�f ′i , �a′i);
16 Encrypt each element of �f ′′i with SHE.Enc();

17 for t ∈ [1, K] do
18 �c′t = (�ct, 1, ||�ct||2);
19 Encrypt each element of �c′t with SHE.Enc();

20 �r′ = (�r, 1, ||�r||2);
21 Encrypt each element of �r′ with SHE.Enc().

queries for retrieving intermediate and leaf nodes, respec-
tively. To improve the retrieval recall rate, the threshold for
intermediate nodes is larger than that for leaf nodes so that
more matched leaf nodes are obtained. Specifically, QU selects
a smaller threshold τleaf > 0 and extends �fq to

�f ′q =
(
−2�fq, ||�fq||2 − τ 2

leaf, 1
)
. (6)

To access SP’s data, QU generates an attribute vector based
on his/her attributes as �v = (v1, v2, . . . , vl) ∈ Ul, then extends
�v to

�v′ = γ 2
(

v2
1, v2

2, . . . , v2
l , �v, 1

)
(7)

where γ > τleaf > 0 is a random number selected by QU.
After that, QU appends the extended attribute vector to �f ′q to
obtain

�f ′′qleaf
=

(�f ′q, �v′
)
. (8)

Then, QU selects a larger threshold τmed > 0 to extend �fq
to

�f ′qmed
=

(
−2�fq, ||�fq||2 − τ 2

med, 1
)
. (9)

Authorized licensed use limited to: Nanyang Technological University Library. Downloaded on August 27,2026 at 06:35:28 UTC from IEEE Xplore.  Restrictions apply. 



40060 IEEE INTERNET OF THINGS JOURNAL, VOL. 12, NO. 19, 1 OCTOBER 2025

Fig. 4. Results verification.

Next, QU uses SHE.Enc() to encrypt �f ′′qleaf
to E(�f ′′qleaf

) and
�f ′qmed

to E(�f ′qmed
). Finally, QU sends E(�f ′′qleaf

) and E(�f ′qmed
) as the

query token to CS1.
4) Query Processing: Upon receiving the query token from

QU, CS1 and CS2 first retrieve the encrypted index tree and
the encrypted image dataset, then return the matched encrypted
images to QU for decryption. After that, QU verifies and
decrypts the retrieval results.

1) Retrieve the Encrypted Index: As shown in Algorithm 2,
CS1 first computes the inner product E(IPt,q) (t ∈
[1, K]) of intermediate node value and query token
(lines 1 to 7), then computes the sign of IPt,q based on
E(IPt,q) by using the sign computation protocol (shown
in Section III-B) together with CS2 (lines 8 to 13). If
sign(IPt,q) = −1 holds, CS2 returns t to CS1 and CS1
continues to retrieve the child nodes of Ct. Specifically,
CS1 computes the inner product E(IPi,q) (t ∈ [1, K]) of
child node and query token (lines 14 to 21). Then, CS1
and CS2 compute the sign of IPi,q by using the sign
computation protocol (lines 22 to 27). If sign(IPi,q) =
−1 holds, CS2 adds the identifier i to the result set R
and returns R to CS1.

2) Retrieve the Encrypted Image Dataset: According to
the identifiers in R, CS1 finds out the corresponding
encrypted images and returns them to QU.

3) Verify and Decrypt the Retrieval Results: Assume that
c ciphertext images {cimgq1

, cimgq2
, . . . , cimgqc

} are
returned as retrieval results. QU randomly selects m ∈
[0, c] ciphertext images {cimgq′1, cimgq′2 , . . . , cimgq′m}
from results. Then, QU sends the challenging
information {q′1, q′2, . . . , q′m} to CS1. CS1 constructs an
MHT based on challenging information. In this MHT,
the hash values of leaf nodes are computed as h(MACi),
where i ∈ {q′1, . . . , q′m}. Note that the leaf nodes are
arranged from left to right according to i from smallest
to largest. As shown in Fig. 4, the intermediate node is
generated by two child nodes, and its value is computed
by hashing the concatenation of the hash values of
child nodes. If only one child node exists, the hash

Algorithm 2: Retrieve the Encrypted Index
Input: The query token and the encrypted index.
Output: The retrieval results.
//CS1:

1 Initialize an empty set IP = {};
2 for t ∈ [1, K] do
3 Compute the inner product

E(IPt,q) = E(�c′t) ∗ E(�f ′qmed
);

4 Select two random numbers r1, r2 ∈ {0, 1}k1 where
r1 > r2 > 0;

5 Compute E(IPt,q)
′ = r1 ∗ E(IPt,q)+ r2 ∗ E(−1)

mod N;
6 Add E(IPt,q)

′ to IP;

7 Send IP to CS2;
//CS2:

8 Initialize an empty set R = {};
9 for each E(IPt,q)

′ in IP do
10 Decrypt E(IPt,q)

′ with SHE.Dec() and obtain
r1 ∗ IPt,q − r2;

11 if r1 ∗ IPt,q − r2 < 0 then
12 Add t to R;

13 Send R to CS1;
//CS1:

14 Initialize an empty set IP = {};
15 for t ∈ R do
16 for each child node value �fi of Ct do
17 Compute the inner product

E(IPi,q) = E(�f ′′i ) ∗ E(�f ′qleaf
);

18 Select two random numbers r1, r2 ∈ {0, 1}k1

where r1 > r2 > 0;
19 Compute E(IPi,q)

′ = r1 ∗ E(IPi,q)+ r2 ∗ E(−1)

mod N;
20 Add E(IPi,q)

′ to IP;

21 Send IP to CS2;
//CS2:

22 Initialize an empty set R = {};
23 for each E(IPi,q)

′ in IP do
24 Decrypt E(IPi,q)

′ with SHE.Dec() and obtain
r1 ∗ IPi,q − r2;

25 if r1 ∗ IPi,q − r2 < 0 then
26 Add i to R;

27 Send R to CS1;

value of intermediate node is computed by hashing the
hash value of this child node. In this way, CS1 finally
obtains the hash value Hroot of the root node of MHT
and sends Hroot to QU. QU computes the MAC value
MAC′i ← MAC(kMAC, cimgi‖i) for i ∈ {q′1, . . . , q′m}.
Then, QU builds an MHT with the same method as
CS1 and obtains the hash value H′root of root node.
Finally, QU checks whether Hroot = H′root holds. If the
above equation holds, the returned results are correct
and QU can decrypt the images with the key kimg by

Authorized licensed use limited to: Nanyang Technological University Library. Downloaded on August 27,2026 at 06:35:28 UTC from IEEE Xplore.  Restrictions apply. 



LI et al.: EFFICIENT PRIVACY-PRESERVING SIMILARITY RETRIEVAL WITH FINE-GRAINED ACCESS CONTROL 40061

using AES.Dec(), otherwise the returned ciphertext
images have been tampered with.

Remark 1: For each encrypted image cimgi (i ∈ [1, n]), the
MAC value is computed as

MACi ← MAC
(
kMAC, cimgi‖i

)
. (10)

Here, MAC() can be SHA256. Thus, CS1 cannot tamper
with or forge the MAC values without the key kMAC. Further,
the root node of MHT generated during the results verification
phase is unique and cannot be tampered with or forged.

Remark 2: A key challenge in many privacy-preserving
schemes is the tradeoff between efficiency and security. The
time-consuming verification process will become a bottleneck
for the schemes to be applied to large-scale retrieval scenarios.
To achieve optimal performance, the query user can request
proofs as infrequently as possible while the cloud server
still stays honest [31]. We design an incentive mechanism.
Specifically, if CS1 returns correct results, it gets paid from
QU. On the contrary, if the results are wrong, CS1 will be
punished seriously. With the view of game theory, CS1 is
motivated to provide honest results to QU. Assume that the
reward received by CS1 for answering a query is r, the penalty
received by CS1 for being malicious is p, the value of results
(i.e., the profit of being malicious without being detected) is
v and the probability that QU requests a proof is q. CS1 will
be honest when the expected profit for being honest is larger
than the expected profit for being malicious, which is

r > (1− q)v− qp. (11)

Therefore, for a query with a small value compared with
the penalty, the rational CS1 will be honest even when QU
rarely requests the proof; while for the important query, QU
can request the proof with a high probability to make CS1 to
be honest. In particular, when q = 1, i.e., QU always requests
the proof for each query, the rational CS1 will be honest in
order not to be punished. We conclude that CS1 will be honest
as long as the reward is larger than the maintenance cost and
the penalty is large enough to hold (11).

C. Bilateral Access Control

In practical applications, access control is not only enforced
by the service provider over the query users, but query users
may also impose constraints on the service provider [32], [33].
For instance, in an electronic medical record system, a service
provider managing patient data from multiple hospitals offers
query services to authorized doctors. A doctor may prefer
to retrieve data from a specific hospital rather than querying
the entire dataset. To accommodate such scenarios, a bilateral
access control mechanism is required. Our PPSR can be easily
extended to bilateral access control. SP adds his/her attributes
on each feature vector and QU adds an access control policy
to the query vector. In this way, only images satisfying the
bilateral access control policy will be returned.

Example: Suppose U = {1, 2, 3}, the attribute sets for SP1,
SP2, QU1 and QU2 are �w1 = {1, 3}, �w2 = {2, 3}, �v1 = {1, 3}
and �v2 = {2, 1}, respectively. SP1 sets the access policy for
image img1 to �a1 = (1, 0), while SP2 sets �a2 = (2, 3) for

image img2. QU1 sets the access policy for his/her query token
to �b1 = (1, 0), while QU2 sets �b2 = (2, 3). As described in
Algorithm 1 line 14 and (7), we have

�w′1 = γ 2
SP1

(1, 9, 1, 3, 1), �w′2 = γ 2
SP2

(4, 9, 2, 3, 1)

�v′1 = γ 2
QU1

(1, 9, 1, 3, 1), �v′2 = γ 2
QU2

(4, 1, 2, 1, 1)

�a′1 = (1, 0,−2, 0, 1), �a′2 = (2, 3,−8,−18, 35)

�b′1 = (1, 0,−2, 0, 1), �b′2 = (2, 3,−8,−18, 35).

By computing the inner products, we have

(�w′1, �a′1
) ·

(�b′1, �v′1
)
 = 0,

(�w′2, �a′2
) ·

(�b′1, �v′1
)
 �= 0

(�w′1, �a′1
) ·

(�b′2, �v′2
)
 �= 0,

(�w′2, �a′2
) ·

(�b′2, �v′2
)
 �= 0.

It is obvious that SP1 and QU1 satisfy each other’s access
control policies.

VI. THEORETIC ANALYSIS

In this section, we theoretically analyze the correctness and
security of PPSR.

A. Correctness Analysis

PPSR allows both access control and similarity retrieval to
be simultaneously performed through a single inner product
operation. For simplicity, we analyze its correctness in the
plaintext scenario. �f ′′i · �f ′′
q can be regard as the sum of �f ′i · �f ′
q
and �a′i · �v′


IPi,q = �f ′′i · �f ′′
q

=
(�f ′i , �a′i

)
·
(�f ′q, �v′

)


= �f ′i · �f ′
q + �a′i · �v′
. (12)

For feature vectors, CS1 computes the inner product of �f ′i
and �f ′q as

�f ′i · �f ′
q =
(�fi, 1, ||�fi||2

)
·
(
−2�fq, ||�fq||2 − τ 2, 1

)


= ||�fi||2 + ||�fq||2 − 2�fi · �f
q − τ 2

= ||�fi − �fq||2 − τ 2. (13)

If �f ′i · �f ′
q ≤ 0, ||�fi − �fq||2 ≤ τ 2 holds. Thus, the image imgi
matches the query request.

For attribute vector, CS1 computes the inner product of �a′i
and �v′ as

�a′i · �v′
 =
(

ai,1, ai,2, . . . , ai,l,−2a2
i,1,−2a2

i,2, . . . ,−2a2
i,l

l∑

t=1

a3
i,t

)

· γ 2
(

v2
1, v2

2, . . . , v2
l , v1, v2, . . . , vl, 1

)


= γ 2

(
l∑

t=1

ai,t · v2
t − 2

l∑

t=1

a2
i,t · vt +

l∑

t=1

a3
i,t

)

= γ 2

(
l∑

t=1

ai,t · (vt − ai,t)
2

)

. (14)
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(a) (b) (c) (d)

Fig. 5. Plaintext and ciphertext comparison. (a) Plaintext image. (b) Ciphertext image. (c) Plaintext image histogram. (d) Ciphertext image histogram.

If �a′i · �v′
 = 0, ai,t = 0 or ai,t = vt holds. It indicates that
QU’s attributes match the SP’s access control policy.

Note that ||�fi−�fq||2−τ 2 is either positive or nonpositive, and
�a′i ·�v′
 is either 0 or at least γ 2 (with γ 2 > τ 2 > 0). Therefore,
IPi,q ≤ 0 holds iff both conditions ||�fi − �fq||2 − τ 2 ≤ 0 and
�a′i · �v′
 = 0 are satisfied. It shows that the Euclidean distance
between SP’s image imgi and QU’s query image imgq is less
than or equal the threshold τ and QU’s attributes match the
SP’s access control policy.

B. Security Analysis

As described in the design goals, we aim to protect the
privacy of the image dataset, index, and query token from two
cloud servers.

First, we prove that the image dataset is privacy preserving.
In PPSR, each image imgi in IMG = {img1, img2, . . . , imgn}
is encrypted with AES algorithm in CBC mode. As shown
in Fig. 5, we use a butterfly image as an example. Fig. 5(a)
presents the plaintext image, while Fig. 5(b) shows the cor-
responding ciphertext obtained by applying AES encryption.
The information entropy of the ciphertext image in the R,
G, and B channels reaches 7.9994, which is close to the
theoretical maximum of 8 for an 8-bit RGB images. This
high entropy implies that the ciphertext image appears ran-
dom and reveals no useful information. Fig. 5(c) and (d)
depict the histograms of the plaintext and ciphertext images,
respectively. It can be observed that the histogram of
the ciphertext image exhibits a nearly uniform distribu-
tion, indicating that AES encryption effectively conceals the
statistical characteristics of the plaintext image. Therefore,
as long as the AES encryption key kimg remains con-
fidential, the plaintext image cannot be recovered by an
adversary.

Next, We prove that our index and query token are selec-
tively secure in the real world and ideal world. We define two
leakage functions of CS1 and CS2.

1) L(CS1): The information leaked to CS1 contains the
public parameter PP, encrypted index tree E(T), query
token {E(�f ′′qleaf

), E(�f ′qmed
)}, access pattern of E(T), a

ciphertext E(−1), retrieval result R.
2) L(CS2): The information leaked to CS2 contains the

public parameter PP, secret key SK, the identifiers t ∈
[1, K], i ∈ [1, n] of matched intermediate and leaf nodes.

Based on L(CS1) and L(CS2), we define the real world and
ideal world as follows.

Real World: In the real world, there are two noncollusive
probabilistic polynomial time (PPT) adversaries A1 and A2,
and a challenger B.

1) System Initialization and Data Outsourcing Phases: A1
sends an image dataset IMG = {img1, img2, . . . , imgn}
to B. Then, B runs the system initialization algorithm to
generate the keys {PP, SK}. Next, B publishes PP and
sends SK to A2. Finally, with the image dataset IMG,
B runs the data outsourcing algorithm to generate the
encrypted index tree E(T).

2) Query Token Generation Phase 1: A1 sends t1 query
vectors {�fq1,

�fq2 , . . . ,
�fqt1
} to B. B runs the query

token generation algorithm to generate the query token
{E(�f ′′q,ileaf

), E(�f ′q,imed
)}t1i=1 and returns them to A1.

3) Challenge Phase: B sends E(T) to A1.
4) Query Token Generation Phase 2:A1 sends t2−t1 query

vectors {�fqt1+1 ,
�fqt1+2 , . . . ,

�fqt2
} to B. B runs the query

token generation algorithm to generate the query token
{E(�f ′′q,ileaf

), E(�f ′q,imed
)}t2i=t1

and returns them to A1.
5) Query Processing Phase: WhenA1 receives the t2 query

tokens {E(�f ′′q,ileaf
), E(�f ′q,imed

)}t2i=1, A1 and A2 coopera-
tively run the query processing algorithm to retrieve
E(T) and obtain the t2 retrieval results {Ri}t2i=1, where
Ri contains the identifiers of matched images.

In the real world, A1’s view VA1,Real contains E(T),
{E(�f ′′q,ileaf

), E(�f ′q,imed
)}t2i=1, {Ri}t2i=1, andA2’s viewVA2,Real con-

tains the sign of inner products as well as {Ri}t2i=1.
Ideal World: The ideal world has two PPT adversaries A1

andA2, and a simulator S with leakage L(CS1) and L(CS2).
1) System Initialization and Data Outsourcing Phases: A1

sends the image dataset IMG = {img1, img2, . . . , imgn}
to S. Then, S first publishes PP and sends SK ∈
L(CS2). Next, with the leakage L(CS1) and L(CS2),
S generates an encrypted index tree E(T)′ by self-
blinding nodes values. Specifically, S uses E(−1) ∈
L(CS1) to self-bind each element E(f ′′i,s) in E(�f ′′i ) as
E(f ′′i,s)′ = (E(f ′′i,s)+

∑
η,σ (E(−1)2η+E(−1)2σ−1))modN.

According to SHE’s homomorphic properties, E(f ′′i,s)′
is also a ciphertext of f ′′i,s. Similarly, S self-blinds
E(�c′t), E(�r′) to E(�c′t)′, E(�r′)′.

2) Query Token Generation Phase 1: A1 sends t1 query
vectors {�fq1,

�fq2 , . . . ,
�fqt1
} to S. Then, S uses E(−1)

to self-blind {E(�f ′′q,ileaf
), E(�f ′q,imed

)} and generates the

corresponding query tokens {E(�f ′′q,ileaf
)′, E(�f ′q,imed

)′} for
i ∈ [1, t1].
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(a) (b) (c)

Fig. 6. Recall rate. (a) d = 64, τleaf = 70. (b) d = 64, τmed = 110, recall rate=100%. (c) τleaf = 70, τmed = 110, recall rate = 100%.

3) Challenge Phase: S returns E(T)′ to A1.
4) Query Token Generation Phase 2: A1 sends t2 − t1

query vectors {�fqt1+1,
�fqt1+2 , . . . ,

�fqt2
} to S. S returns

query tokens {E(�f ′′q,ileaf
)′, E(�f ′q,imed

)′} by self-blinding

{E(�f ′′q,ileaf
), E(�f ′q,imed

)} for i ∈ [t1, t2].
5) Query Processing Phase: When A1 obtains the t2 query

tokens {E(�f ′′q,ileaf
)′, E(�f ′q,imed

)′}t2i=1, A1 and A2 coopera-
tively run the query processing algorithm to retrieve
E(T)′ and obtain the t2 retrieval results {R′i}t2i=1, where
R′i contains the identifiers of matched images.

In the ideal world, A1’s view VA1,Ideal contains E(T)′,
{E(�f ′′q,ileaf

)′, E(�f ′q,imed
)′}t2i=1, {R′i}t2i=1, and A2’s view VA2,Ideal

contains the sign of inner products as well as {R′i}t2i=1.
Theorem 1: Index and query are secure with the leakage
L(CS1) and L(CS2) iff the SHE algorithm is CPA-secure.

Proof: We prove that any PPT adversary, e.g., A1
and A2, cannot distinguish the view of the real and ideal
model.
A1: For the encrypted index tree E(T) and E(T)′,

both intermediate nodes and leaf nodes are encrypted with
SHE.Enc(). Since SHE is semantically secure against CPA
as proved in [26], A1 cannot distinguish the E(T) and
E(T)′. Similarly, query tokens are encrypted with SHE.Enc().
Thus, A1 also cannot distinguish {E(�f ′′q,ileaf

), E(�f ′q,imed
)}t2i=1

and {E(�f ′′q,ileaf
)′, E(�f ′q,imed

)′}t2i=1. Since the encrypted tree E(T)

and E(T)′, the query tokens {E(�f ′′q,ileaf
), E(�f ′q,imed

)}t2i=1 and

{E(�f ′′q,ileaf
)′, E(�f ′q,imed

)′}t2i=1 have same plaintexts in real world

and ideal world, the retrieval results {Ri}t2i=1 and {R′i}t2i=1 are
same.
A2: A2 can view the sign of inner products and
{Ri}t2i=1, {R′i}t2i=1. Since E(T), E(T)′ have the same plain-
texts, {E(�f ′′q,ileaf

), E(�f ′q,imed
)}t2i=1 and {E(�f ′′q,ileaf

)′, E(�f ′q,imed
)′}t2i=1

also have the same plaintexts, the retrieval results are same in
real world and ideal world. For the encrypted inner product
E(IPt,q), A2 obtains sign(IPt,q) from the sign computation
protocol. In this protocol, A1 adds two random numbers
r1, r2 ∈ {0, 1}k1 into E(IPt,q) with SHE’s homomorphic
properties. After that, A2 decrypts it and obtains r1 ∗ IPt,q +
r2. It is obviously that A2 cannot deduce IPt,q without
r1, r2. Similarly, A2 cannot deduce IPi,q with E(IPi,q) and
sign(IPi,q). AlthoughA2 gets {Ri}t2i=1, he has no way to access
corresponding images since A1 and A2 are noncollusive.
Thus, {Ri}t2i=1 are useless for A2.

Therefore, A1 and A2 cannot distinguish the view of real
and ideal model, which proves that index and query token is
selectively secure with the leakage L(CS1) and L(CS2).

VII. PERFORMANCE EVALUATION

In this section, we evaluate performance of PPSR and
compare it with two CPA-secure baselines schemes. The first
is FNNS [16], a fast nearest neighbor search scheme based
on Paillier HE designed for Healthcare Industry 4.0. The
second is TIR [13], a threshold image retrieval scheme based
on matrix encryption in cloud-assisted IoT environments.
We implement PPSR, FNNS and TIR in C++ and conduct
experiments on a machine with a 16-core Intel Core i7-
1360P and 32GB RAM, running the Ubuntu 22.04 operating
system. The parameters of SHE are set as k0 = 1024, k1 =
40, k2 = 60. The security parameter of Paillier HE is set
as κ = 512. Since there is no real dataset containing both
images and attributes, we evaluate the accuracy performance
on a real image dataset Caltech256 [34] and without attributes.
We randomly select 40, 50, 60, 70, 80 images from the
first 50 categories and obtain 2000, 2500, 3000, 3500, 4000
images. The pretrained CNN model ResNet50 and principal
component analysis (PCA) technology are used to extract
features and reduce dimension. To test the performance of
access control, we randomly generate access and attribute
vectors by selecting values between 0 and 10 for each element.

A. Recall Rate

We define the recall rate as (|R ∩ Rt|/|Rt|), where R
denotes the set of results retrieved under PPSR (including
encryption and indexing), and Rt represents the ground truth
results obtained by directly performing similarity retrieval on
plaintext images without any encryption, indexing, or access
control. Fig. 6 shows the recall rate under different thresholds
τleaf, τmed, feature vector dimension d, and total number of
images n. In Fig. 6(a), when τmed and n increase, the recall rate
remains above 95%. In Fig. 6(b) and (c), since the recall rate
reaches 100%, we give the total number of returned results.
Fig. 6(b) shows that increasing the threshold leads to more
returned results, particularly as n grows. Fig. 6(c) displayed
the total number of returned results decreases as d increases
when we set τleaf = 70 and τmed = 110. This is because when
the dimension increases, the distance between feature vectors
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(a) (b) (c) (d)

(e) (f) (g) (h)

(i) (j) (k) (l)

Fig. 7. Computational costs of data outsourcing, query token generation and query processing. (a) Without access control, K = 5. (b) Without access control,
K = 15. (c) With access control, d = 64, K = 5. (d) With access control, n = 2000, K = 5. (e) Without access control. (f) With access control. (g) Without
access control, K = 5, τleaf = 70, τmed = 95. (h) Without access control, K = 15, τleaf = 70, τmed = 95. (i) Without access control, d = 64, K = 5,
τleaf = 70. (j) Without access control, d = 64, K = 5, τmed = 95. (k) With access control, d = 64, K = 5, τleaf = 70, τmed = 95. (l) With access control,
n = 2000, K = 5, τleaf = 70, τmed = 95.

will also increase, resulting in a decrease in the total number
of distances less than the threshold.

B. Computational Cost of Dataset Outsourcing

Fig. 7(a)–(d) show the data outsourcing time under vary-
ing total number of images n, total number of clusters K,
feature vector dimension d, and access vector dimension l.
The theoretical computational cost includes one clustering
operation, (n + K + 1)(d + 2) + n(2l + 1) HEs, n AES
encryptions, and n MAC operations. The data outsourcing
time increases with the growth of n, K, d, and l. Comparing
Fig. 7(a) and (b), we observe that the data outsourcing time
rises significantly when K increases, primarily because the
clustering operation accounts for approximately 75% of the
total time cost. After incorporating the l-dimensional access
vector for each image, the data outsourcing time is shown
in Fig. 7(c) and (d). When n = 2000 and d = 64, and l
increases from 2 to 3, an additional 2000 HE operations are
required theoretically, resulting in a 0.25s increase in practice.
Nevertheless, the increase in l does not lead to a sharp increase
in data outsourcing time, which indicates that the proposed
access control mechanism imposes little additional burden.

C. Computational Cost of Query Token Generation

Fig. 7(e) and (f) display the query token generation time
as a function of feature vector dimension d and access vector
dimension l, respectively. The theoretical computational cost
of this phase consists of 2d + 2l + 5 HE operations.
In Fig. 7(e), the query token generation time grows with the
increase of d. After incorporating attribute vectors of varying
dimensions, Fig. 7(f) shows that the query token generation
time increases slightly as l grows. For example, when l
increases from 2 to 3, the additional cost corresponds to only
two extra HE operations, resulting in the curves in Fig. 7(f)
being almost overlapping.

D. Computational Cost of Query Processing

Fig. 7(g)–(l) illustrate the variation of query processing time
with respect to total number of images n, total number of
clusters K, feature vector dimension d, thresholds τleaf, τmed,
and attribute vector dimension l. We set q′m = (|R|/2) and
denote the number of images in the candidate clusters by
|C|. The theoretical computational cost of query processing
includes (K + |C|)(d + 2l + 3) homomorphic ciphertext
multiplications, K+|C| homomorphic decryptions, 2(K+|C|)

Authorized licensed use limited to: Nanyang Technological University Library. Downloaded on August 27,2026 at 06:35:28 UTC from IEEE Xplore.  Restrictions apply. 



LI et al.: EFFICIENT PRIVACY-PRESERVING SIMILARITY RETRIEVAL WITH FINE-GRAINED ACCESS CONTROL 40065

(a) (b) (c) (d)

(e) (f) (g) (h)

Fig. 8. Performance in different schemes. (a) d = 512, K = 5, τleaf = 70, τmed = 95. (b) n = 2000, K = 5, τleaf = 70, τmed = 95. (c) d = 512, K = 5,
τleaf = 70, τmed = 95. (d) n = 2000, K = 5, τleaf = 70, τmed = 95. (e) n = 2000, K = 5, τleaf = 70, τmed = 95. (f) n = 2000, K = 5, τleaf = 70, τmed = 95.
(g) d = 512, K = 5, τleaf = 70, τmed = 95. (h) n = 2000, K = 5, τleaf = 70, τmed = 95.

homomorphic number multiplications, q′m MACs, 4q′m − 2
hashes, and |R| AES decryptions. An increase in the total
number of images n leads to more images in each cluster,
thereby increasing the number of images in the candidate
clusters |C|. Fig. 7(g) and (h) show that query processing
time grows with n and d. In contrast, a larger K reduces
the time required for query processing. Fig. 7(i) and (j) show
that, for a fixed n, the query processing time remains almost
unchanged across different thresholds. This is because varying
the thresholds only affects the size of R, while the time spent
on hashing and AES decryption is negligible in the overall
query processing time, making the impact of threshold changes
insignificant. When access control is incorporated, the number
of homomorphic multiplications increases, and the number of
retrieved results may decrease. Therefore, the query processing
time in Fig. 7(k) is slightly higher than that in Fig. 7(i) and (j).
Fig. 7(l) shows that the query processing time remains almost
constant as l varies for a given d. In fact, as d increases
from 32 to 512, the influence of a slight increase in l on the
overall query processing time becomes negligible, resulting in
overlapping curves in Fig. 7(l).

E. Comparison

Since image encryption and retrieval are independent, we
assume that PPSR, FNNS, and TIR adopt the same image
encryption method, and we omit the image encryption step in
our comparative analysis. In the data outsourcing phase, PPSR
mainly performs one clustering operation and (n+K+1)(d+
2) + n(2l + 1) SHE HEs, whereas FNNS primarily executes
n(d+2) Paillier HEs, and TIR involves approximately 3n(d+
5)3 multiplications. As shown in Fig. 8(a), when d = 512
and n increases from 2000 to 4000, the data outsourcing
time of PPSR remains below 12s. In comparison, the time

consumption of FNNS increases from 106.3s to 205.45s, and
that of TIR grows from 70.09s to 158.13s. In Fig. 8(b),
increasing the feature dimension can significantly raises the
data outsourcing time for FNNS and TIR, while PPSR remains
almost unaffected.

For the index storage cost, PPSR consists of (n+K+1)(d+
1) SHE ciphertexts, while that of FNNS consists of n(d + 2)

Paillier ciphertexts, and TIR generates n matrices of size (d+
5) × (d + 5). We set the SHE key length to 1024 bits, the
Paillier key length to 512 bits, and each short integer in the
matrices to 2 bytes. As shown in Fig. 8(c), when d = 512 and
n increases from 2000 to 4000, the index storage cost of PPSR
grows from 251MB to 502.7MB. In contrast, FNNS increases
from 125.5MB to 250.9MB, and TIR increases sharply from
1019.6MB to 2039.2MB. In Fig. 8(d), after d increases to
512, TIR incurs significantly higher storage costs compared
to FNNS and PPSR, mainly because storing high-dimensional
matrices is more expensive than storing large integers. To
enhance the index encryption and retrieval efficiency of FNNS,
we set the Paillier key length to be half of the SHE key
length, resulting in FNNS having a smaller index storage cost
compared to PPSR. If the key lengths were the same, the
storage costs of the two schemes would be comparable.

In the query token generation phase, PPSR performs 2(d+2)

SHE HEs, FNNS performs d + 2 Paillier HEs, and TIR per-
forms approximately 3(d+ 5)3 multiplications. When d = 32
and d = 64 in Fig. 8(e), TIR takes the least time to generate a
query token. As d increases, the query token generation time
for FNNS and TIR increases significantly more than that for
PPSR. Specifically, when d increases from 128 to 512, the
query token generation time for PPSR increases from 0.35ms
to 1.44 ms, while the time for FNNS increases from 13.38 ms
to 53.15 ms, and the time for TIR increases from 0.76ms to
39.28 ms. Regarding the storage cost of query token, PPSR
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stores 2(d + 2) SHE ciphertexts, FNNS stores d + 2 Paillier
ciphertexts, and TIR stores a matrix of size (d + 5)×(d + 5).
Since the key length of PPSR is twice that of FNNS, the
storage cost of PPSR is approximately four times that of FNNS
in Fig. 8(f). Furthermore, the storage cost of TIR increases
significantly with d, far exceeding both PPSR and FNNS when
d = 512. Therefore, PPSR outperforms FNNS and TIR in both
time and storage cost, indicating its potential applicability in
IoT scenarios.

In the query processing phase, PPSR mainly performs
(K+|C|)(d+2) SHE homomorphic ciphertext multiplications
and K + |C| SHE homomorphic decryptions. In contrast,
FNNS requires at least 3n+ 5d Paillier homomorphic cipher-
text multiplications, 6(n + d) Paillier HEs, and 2(n + d)

Paillier homomorphic decryptions. TIR conducts n matrix
multiplications and trace computations on matrices of size
(d + 5)×(d + 5). Since PPSR employs more efficient SHE for
data protection and builds an index tree based on clustering, it
avoids traversing the entire dataset, resulting in a much slower
growth rate in query processing time. Specifically, as shown
in Fig. 8(g), PPSR requires less than 1s to process queries
over 2000 to 4000 images, whereas FNNS requires at least
392.18s and TIR at least 24.72s. In Fig. 8(h), as d increases,
the query processing time of PPSR remains consistently lower
than that of FNNS, with a slower growth rate compared to
TIR. While achieving the same level of security, the proposed
PPSR demonstrates significant performance advantages over
both FNNS and TIR, achieving approximately 100× and 4×
efficiency improvements when n = 2000 and d = 128,
respectively.

VIII. CONCLUSION

In this article, we proposed an efficient privacy-preserving
similarity retrieval scheme with fine-grained access control for
ciphertext images. Leveraging the SHE and clustering tech-
niques, PPSR builds an encrypted index tree to improve the
retrieval efficiency and provide security guarantee. Moreover,
by integrating access control and retrieval into a single inner
product operation, PPSR eliminates redundant policy checks
and significantly reduces computational cost. Finally, security
analysis demonstrated that PPSR is privacy-preserving and
performance evaluation validated its efficiency. In future work,
we plan to optimize the tree index structure for large-scale
deployment on resource-constrained devices.
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